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Abstract: The present paper on “Deliverable D2.5, Demonstration and Report on WP2 2nd 
prototype” presents the current status and the progress over the last 12 month for CrossGrid WP2 
“application programming environment”. WP2 consists of the following four technical tasks:  

• MPI code debugging and verification tool (Task 2.2) 
• Metrics and benchmarks (Task 2.3) 
• Interactive and Semiautomatic Performance evaluation (measurement) (Task 2.4) 
• Integration, test and refinement (Task 2.5) 

According to the new Technical Annex [CrossGrid], the Performance Prediction Tool, which was 
described in separate documents as subtask 2.4.2 in previous documents, went into task 2.3.  
All these tasks - particularly with regard to the progress over the last year - are described in detail. 
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1. EXECUTIVE SUMMARY 
The CrossGrid Work Package 2 (WP2) “Application Programming Environment” consists of three 
major components complemented by integration, testing and refinement: 

• a MPI code debugging and verification tool, which detects and reports erroneous use of MPI 
routines (Task 2.2), 

• a Grid benchmark suite, which allows to investigate experimentally the performance of Grid 
configurations and is combined with a performance prediction tool for Grid applications (Task 
2.3), 

• a performance measurement and evaluation tool (Task 2.4) 
 

In accordance to the CrossGrid Annex 1 [CrossGrid], the now available deliverable D2.5 of WP2 after 
project month 24 reports on the second prototypes of the tools. After this executive summary the 
progress since the first prototype in month 12 is described for each task. Technical details about the 
tasks are collected in the appendix.  
 
The MPI debugging and verification tool, MARMOT (Task 2.2) is an additional library linked to 
the users application, which detects and reports erroneous use of MPI routines at run-time. 
According to the technical annex, the milestone at project month 24 is to “run on the Grid 
environment”. MARMOT has proved to run on the Grid environment, both with C and Fortran 
applications, e.g. from Task 1.2 or 1.3, i.e. we have reached our milestone. In more detail, the 
following work was done during the second project year: 

• Integration in Grid environment, for example tests with applications from WP1, integration 
with Migrating desktop, support of CrossGrid autobuild process, preparation of CrossGrid 
tutorial. 

• Extended functionality, e.g. implementation of Fortran interface, implementation of further 
checks of MPI calls, improved deadlock detection. 

• After providing a basic functionality by the first prototype, we focused on performance 
measurements and improvements for the second prototype.  

• As it is supposed to be a portable tool, MARMOT was tested on different platforms, using 
different compilers, different MPI implementations and different applications or benchmarks. 

• Dissemination activities, e.g. paper submissions to conferences, poster presentations etc. We 
also gained and supported users outside the CrossGrid project. 

 
The CrossGrid benchmark suite, GridBench (Task 2.3) will facilitate the assessment of the 
performance of Grid resources as well as Grid applications by users or administrators. In this way, 
benchmarks may provide reference data for the high-level analysis of applications as well as 
parameters for performance prediction. The Performance Prediction Component (formerly task 2.4.2) 
is now incorporated into Task2.3.  After the submission of some benchmark runs of an application 
kernel with application specific parameters, the PPC allows to generate analytical functions with 
parameters that are related to the problem size of an application and thus help to predict the 
performance of an application even without actually executing it. 
In terms of benchmarking, over the last year development focused on the following: 
1. Implementation/Integration of 6 more benchmarks into the GridBench suite: 
2. Collection of monitoring data during benchmark executions using tools by WP3; 
3. Efforts to implement more benchmarks on the available kernels from WP1; 
4. Implementation of the GridBench benchmark definition GUI and result browser GUI; 
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5. Implementation of the majority of components of the GridBench framework that ease the definition 
and execution of benchmarks as well as result collection and archival and analysis. 

In terms of the Performance Prediction Component (PPC), we focus in the second project year on 
several topics. First we translate the original GUI based on TCL/TK to a Java applet based version and 
added new grid-specific functionalities to the GUI. The whole skeleton of this tool is already designed. 
The current version is now working in the Migrating Desktop. Secondly different options to get 
monitoring information from the Grid were studied because of the lack of an available tool. Finally we 
were able to use the JIMS tool from CrossGrid (WP3.3). But this tool still does not fulfill all our 
requirements. Then the initial methodology to obtain the analytical models was changed, because the 
way of obtaining performance information from actual execution of kernels must be adapted to the 
particular conditions imposed by the monitoring tool. Finally we continued the study of the kernels, 
including some new ones provided by the developers of applications of WP1. We adapted some of the 
kernels to our requirements. All developments are described in this document.  
All the developments in the second project year were mainly conditioned by three limitations: the 
availability of the testbed, the features of the migrating desktop in which the tool have to be installed, 
and the monitoring information. 
 
The Grid-enabled Performance Measurement Tool G-PM (Task 2.4) will provide the functionality 
for performance measurements of both Grid applications and the Grid environment. In the second 
prototype, in accordance with Annex I and Deliverable D2.4, the PMC component of G-PM provides 
new types of standard metrics referring to collective communication and synchronization operations in 
MPI and the ability to count operation invocations. Communication with the OCM-G is using the 
globus_io mechanisms as a data transfer layer to ensure proper authentication and authorization. The 
UIVC is extended by new displays: “Piechart”, “Histogram” and “Communication matrix”. Moreover, 
the “Edit Custom Metrics” window is made available for HLAC metrics definition. 
The HLAC now provides a new Performance Measurement Specification Language (PMSL) for 
monitoring Grid enabled, distributed applications. While the first prototype of G-PM tool was 
restricted to two specialized classes of example metrics and didn’t support the PMSL, the currently 
implemented Grid enabled version of the tool provides a full support for user-defined metrics.  
The evaluation of user-defined metrics is, however, not yet optimised in the second prototype.  
Optimisations to reduce the frequency and volume of data which needs to be sent over the network 
during the measurement of user-defined metrics have already been foreseen, but will be implemented 
only in the final HLAC prototype. The main idea of these optimisations is to evaluate measurement 
results as local as possible.   
 
The task on Integration, testing and refinement (Task 2.5) coordinates the testing and integration 
activities of the tools developed in WP2. Compared to the state a year ago, the following progress has 
been achieved: 

• All WP2 tools support applications running on the Grid. Live demonstrations have been 
presented at the Integration Meeting in Nicosia. 

• Integration with WP1: The development tools MARMOT and G-PM have been successfully 
used by and with applications from WP1, GridBench and PPC use / support application 
kernels from WP1. 

• Integration inside WP2: GridBench and PPC cooperate in the analysis of application kernels 
as well as aspects of Grid infrastructure monitoring. 

• Integration with WP3: All WP2 tools are integrated with the Migrating Desktop as far as 
possible. In addition, all tools that require monitoring information (i.e. G-PM, GridBench, and 
PPC) use the appropriate WP3 monitoring systems [D3.5] for this purpose (i.e. OCM-G, 
JIMS, and SANTA-G). 
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• Integration with WP4: The code of all WP2 tools is in the central CVS repository and is 
successfully integrated into the autobuild system. With the current exception of GridBench, 
RPM packages are automatically created and published on the FZK web server 
http://savannah.fzk.de/distribution/crossgrid/autobuilt/i386-rh7.3-gcc2.95.2/. 
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2. DEFINITIONS, ABBREVIATIONS AND ACRONYMS 
 
ANN  Artificial Neural Network 
API  Application Program Interface 
Avispa  A Visualization tool for PARAISO codes 
BLAS  Basic Linear Algebra Subprograms 
CE  Computing Element (EDG) 
CrossGrid The EU Project CrossGrid IST-2001-32243  
CSE  Common Subexpression Elimination 
CVS  Concurrent Versions System  
DAG  Directed Acyclic Graph 
DataGrid see EDG 
EDG  European DataGrid (http://eu-datagrid.web.cern.ch) 
F90  Fortran 90 language 
FLOPS  Floating point Operations per Second 
GBDL  GridBench Definition Language 
G-PM  The CrossGrid performance analysis tool 
GridBench  The CrossGrid Benchmark Suite  
GUI  Graphical User Interface 
HEP  High Energy Physics 
HLAC  High Level Analysis Component 
HPF  High Performance Fortran 
HPL   High Performance Linpack  
IR  Intermediate Representation 
JDL  Job Description Language 
JIMS  JMX Infrastructure Monitoring System (CrossGrid Task 3.3.3) 
JMX   Java Management Extensions (http://java.sun.com/products/JavaManagement) 
LINPACK Linear Algebra Package 
MARMOT MPI code verification and debugging tool 
MD  Migrating Desktop 
MPI  Message Passing Interface  (http://www-unix.mcs.anl.gov/mpi/) 
MPICH  Implementation of MPI for clusters of workstations 
MPICH-G2 Implementation of MPI based on Globus communication  
NWS   Network Weather Service  
OCM-G OMIS Compliant Monitoring system for the Grid 
OMIS  On-line Monitoring Interface Specification 
PARAISO Parallel Iterative Solvers Library  
PEIR  Partially Evaluated Intermediate Representation 
PETSc  Portable, Extensible Toolkit for Scientific Computation 
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PlPlot  PlPlot plotting library  
PMC  Performance Measurement Component of G-PM  
PMSL  Performance Metrics Specification Language 
PPC  Performance Prediction Component 
RB  Resource Broker 
RPM  RedHat Package Management 
RSL  Globus Resource Specification Language 
SANTA-G Grid-enabled System Area Network Trace Analysis 
SE  Storage Element (EDG) 
SGT  Scientific Graphic Toolkit (http://www.epic.noaa.gov/java/sgt/index.html) 
SRS  Software Requirements Specifications 
STEM-II Sulphur Transport Eulerian Model - II 
TCL/TK Tool Command Language 
UIVC  User Interface and Visualization Component of G-PM 
UML  Unified Modelling Language 
VERTLQ The most costly kernel of CrossGrid application WP1.4 
WN  Working Node (EDG) 
WP  Work Package 
WPx  Work Package no. x 
Xindice  XML based database (http://xml.apache.org/xindice/) 
XML   eXtensible Markup Language 
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3. STATUS AND PROGRESS OF WP2 PROTOTYPES 
This chapter contains an overview about the status of the 2nd prototype of WP2 application 
programming environment. The main progress and the important changes since the 1st prototype are 
described precisely. The summary of the status of each WP2 task will be described in the 
corresponding Appendix. 

3.1. TASK 2.2 - MPI CODE DEBUGGING AND VERIFICATION TOOL (MARMOT) 
The first prototype of MARMOT had focused on providing a basic functionality. It was intended to 
support the MPI calls made by the applications from WP1 on a local environment. For the second 
prototype, we did not need to change the design of MARMOT (see [D2.2, part II] and [D2.3, part II]), 
but we extended, refined and tested our tool thoroughly. A more detailed description of the work done 
can be found in the Appendix. In a nutshell, the main changes are: 

• Integration in Grid environment:  
o MARMOT was tested with applications from WP1 and turned out to be useful, see 

Appendix.  
o MARMOT is being integrated with Migrating desktop. 
o The CrossGrid autobuild process works fine, after some efforts. 
o We also prepared a simple example for the CrossGrid tutorial, which contains some 

deliberate errors to demonstrate the tool behaviour. 
• Extended functionality: 

o MARMOT supports the full MPI-1.2 standard, i.e. it supports all the 129 MPI calls. 
o Added Fortran interface: Both the C and Fortran language binding are available now.  
o The tool performs further checks of MPI calls. Some of these checks have to be 

implemented differently, depending on whether the C or the Fortran language binding 
is used.  

o The algorithm to detect deadlocks was improved. 
• Performance improvement: 

After providing a basic functionality by the first prototype, we focused on performance 
measurements and improvements for the second prototype. As Gridbench from Task 2.3 was 
not available at that time, we used for example the NAS Parallel Benchmarks (see [NASPB-
1], [NASPB-2]). MARMOT’s overhead seems reasonable for applications with a reasonable 
ratio of communication/computation. As a rule of thumb, the higher the ratio of 
communication/computation, the more the overhead of MARMOT. 

• Portability: 
As it is supposed to be a portable tool, MARMOT was tested on different platforms, using 
different compilers, different MPI implementations and different applications or benchmarks, 
see Appendix A. Supporting a wide range of platforms also helps a lot to acquire users outside 
the CrossGrid project. For that reason, we also put some effort on improving MARMOT’s 
build process and MARMOT’s documentation. MARMOT has been tested on 

o Linux IA32/IA64 clusters 
o IBM Regatta 
o NEC SX5 
o Hitachi SR8000 
o Cray T3E 
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• Dissemination activities: 
o Paper submissions to ParCo, Dresden 2003, and Journal of Grid Computing, see 

[ParCo] and [JOGC]. 
o A paper has been accepted for ICCS 2004, Krakow. 
o Brochures and poster presentations, e.g. at SuperComputing’03.  
o MARMOT’s homepage contains a short overview of the tool for interested users and a 

detailed list of publications, see http://www.hlrs.de/organization/tsc/projects/marmot . 
o We also support users outside the CrossGrid project.  

• Quality Assurance: 
o MARMOT was improved according to some suggestions from the QA reports, which 

we regarded as justified. For example, all “severe violations” reported by codewizard 
were resolved. However, many of the issues raised by the QA reports are not justified. 
For example, as MARMOT is very closely related to the MPI standard, we have a 
very good reason why not to follow the CrossGrid coding conventions entirely. In our 
case, it makes much more sense to stick to the conventions given by the MPI standard.  

o According to QA reports, MARMOT’s quality is at quite a good level. We gave 
detailed feedback to the CrossGrid Quality Engineer to assure the quality of the 
quality assurance itself. 

o We will continue to improve MARMOT by looking at the Quality Assurance reports. 
But since we are a small task with limited manpower and also have to take into 
account issues mandated by the project plan outlined in the technical annex and the 
issues raised by the end users of WP1, we give these issues priority over issues raised 
by the QA reports. 

 
 

3.2. TASK 2.3 – GRIDBENCH AND PERFORMANCE PREDICTION COMPONENT 

3.2.1. Benchmarks and Metrics (GridBench ) 
After implementation of the 1st prototype the design of the GridBench Framework went through 
extensive design refinement and development. An overview of this design is depicted in the following 
Figure 3.1 (see [D2.2, part III] and [D2.3, part III] (version 2.0) for more details):  
The main changes from the previous design are that due to the integration efforts, the Orchestrator and 
Archiver have had to be implemented as Web-services. This was due to the mutual understanding by 
the developers of GridBench and the Migrating Desktop that this would be the easiest and most 
efficient way to proceed while maintaining interoperability and flexibility.  
Within this context Developments since the 1st prototype focused on the following:  
 
1. Implementation/Integration  of six more benchmarks into the GridBench suite: 

(a) VERTLQ -- a benchmark based on one of the kernels used in WP1; 
(b) EPStream  -- a memory bandwidth benchmark;  
(c) BlasBench  -- a benchmark to test the performance of (serial) BLAS libraries; 
(d) GB_FTB  -- a data-transfer benchmark; 
(e) bonnie++   -- file access benchmarks; 
(f) MPPTest  -- an MPI benchmark. 
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Figure 3.1: Design overview of GridBench 

  

Micro-benchmarks at the Worker Node level:  

EPStream is based on the “stream” benchmark, which is a  memory bandwidth benchmark. This 
modified version, EPStream, aims to measure the memory performance of each individual WN in a 
Computing Element (cluster) by running on all WN's in parallel with each process running 
independently. The benchmark returns MB/s. 

BlasBench [MUCCI] evaluates the performance of a CPU by using the BLAS routines. BLAS is a 
library for performing basic Linear Algebra operations. Returns FLOP/s and MB/s.  

Micro-benchmarks at the Site (CE/SE) level:  

Bonnie++ [BONNIE] is a benchmark used to evaluate I/O performance. In the CrossGrid 
architecture, a Computing Element is usually paired with a Storage Element which makes storage 
space available via NFS. The CE mounts that directory and can access the data stored in the SE. 
The benchmark returns MB/s during reading and MB/s during writing.  

MPPtest [MPPT] is a benchmark that tests MPI communication speeds by various ways and 
provides a variety of options for a detailed performance analysis. MPPtest is platform and MPI 
implementation independent and can therefore be used with any MPI implementation. MPPtest 
aims to make reproducible measurements of MPI performance and results are claimed to be 
reproducible since the reported measurements are the minimum of several runs (Returns a set of 
measurements that characterize MPI Performance).  

Micro-benchmarks at the Grid VO level:  

MPPtest: The same principle as for the CE mpptest can be applied to the Grid, where each 
participating resource (CE) can either host (i) a single process running on the CE, or (ii) a set of 
processes, each running on a different Worker Node.  

gb_ftb This File Transfer Benchmark is a straightforward file transfer benchmark targeted at 
transfers of large files. The user needs to specify. The file to be transferred is, generated on the fly. 
A user-supplied measurement interval determines the frequency of recording the transfer progress. 
A set of target hosts can be specified, in which case the transfers will be done one after the other. 
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2. Efforts to implement benchmarks on the available kernels from WP1. 

The VERTLQ kernel is used in WP1.4. This kernel has been analysed and adapted by the 
GridBench and PPC developers. This kernel has been integrated into the GridBench GUI and used for 
taking measurements at several sites. 
3. Implementation of the majority of components of the GridBench framework that ease the 

definition and execution of benchmarks as well as result collection and archival and analysis. 
Over the last year the following components were introduced and implemented: 
1. The Orchestrator  

The Orchestrator component is responsible for coordinating the start-up and execution of the 
various components, especially in  cases where the middleware does not support ordering  of 
sub-jobs. On completion of the benchmark, the Orchestrator uses the Archiver for storing the 
resultant XML into a database. 

2. The GridBench Definition Language Translator 

The definition of runs for GridBench benchmarks is done through the GridBench Definition 
Language (GBDL). The GBDL contains the specification of which components will run and 
where, the specification of what monitoring is to take place and references to the obtained 
monitoring data, the measurements taken and where the measurements are archived.  
When it comes to the generation of RSL from the benchmark description, each component 
element in the XML is transformed into a set of sub-jobs. The target resource is obtained by the 
resource element and the executable is determined by the parameter with name='executable'. 
Since each of the components has a different scheme for command-line parameters, each 
benchmark executable must have an associated ParameterHandler benchmark-name class, 
which puts the parameters for the benchmark in the correct command-line format.  

3. The GridBench Definition Graphic User Interface 

The Graphic User Interface facilitates the easy definition of benchmarks based on a set of pre-
defined parameter templates. It also provides a facility for easy submission of multiple 
benchmarking jobs to the testbed. Additionally it provides a browser for the collected results 
which allows the user to view historical results and compose charts that greatly enhance 
analysis.  

4. The Archiver 

The Benchmark results (along with the benchmark definition) are then archived for reference 
purposes. This must be done in a manner that allows for easy comparisons between runs of 
benchmarks, and especially the statistical analysis of results collected over time. The possibility 
of selecting the results by providing a list of parameters with which a benchmark was run, is 
especially useful for analysis. The archival requirements were met by storing the data in a 
native- XML database (Apache Xindice). Storing results in such a database means that the user 
can retrieve historical results by specifying the benchmark type, while he can narrow down the 
search by specifying parameters with which the benchmark was executed. 

Collection of Monitoring Data during benchmark executions. 
Monitoring Data collected during benchmark executions is valuable for interpreting the 
measurements. At the current stage, data was successfully collected by integration with JIMS. This 
was accomplished by the implementation of an additional component serving as a client to the 
JIMS web services. Data from the SANTA-G  monitoring tool can also be collected since SANTA-
G is integrated with JIMS and the SANTA-G data can be delivered through the JIMS interfaces. 

 

3.2.2. Performance Prediction Component 



 
DELIVERABLE 2.5 

Demonstration and Report on WP2 2nd Prototype 

 

 
CG2.0-D2.5-v1.2-FZK019-
2ndPrototypeReport 

PUBLIC 14 / 109

 

In the second year of the project, the PPC was developed to a great extent according to the initial 
schedule. However, several limitations conditioned the work. In particular, the availability of the 
testbed in order to measure the performance of our codes, named kernels, produced some delays in our 
work. This time was used to adapt our initial GUI to a more suitable one according to the criteria 
adopted by the Migration Desktop. In this way, we recoded our tool from an X11 application with 
TCL/TK libraries, called Avispa, to a Java applet in such a way that it can be run directly from the 
Migrating Desktop. The new GUI presents some similarities with the older one, but it was improved 
and new functionalities, especially those related with the heterogeneity of the Grid, were included. The 
main issue is that the dimensions of some of the information increase. There is detailed information 
about this new GUI in the appendix. 
As far as we know, currently the whole monitoring information is not available from the project. Note 
that to establish the performance models, we need information about the current status of the Grid: in 
particular, latency and bandwidth between each pair of nodes and the online computational power of 
each node. The idea is to execute the kernels and, at the same time, get instant information from 
monitoring. After a sufficient number of these measurements a correlation is searched to obtain the 
relationship among monitoring parameters and execution times. This correlation will produce an 
analytical model for the target kernel.  
We analysed the possibility of using other monitoring tools in the PPC. We considered basically two: 
NWS and the Network Monitoring System provided by DataGrid. NWS can adapt to our needs quite 
well, mainly because it is possible to start the monitoring tests at any time. The Network Monitoring 
of DataGrid only executes tests at fixed times, currently four times per hour. This behaviour does not 
fit into our requirements. However it presents an important advantage: it is already installed in the 
testbed. So, we started to use it changing our methodology according to its behaviour. We obtained 
some preliminary results using this monitoring tool. 
Recently it was decided to use JIMS, a monitoring tool developed in task 3.3, in the PPC. Even though 
JIMS is under development, some functionalities can be already used, in particular, the online 
workload per CPU is used to establish the performance models for computations. 
The main idea of this new method to obtain the correlation between monitoring information and actual 
runtimes is conditioned by JIMS. This method is based on the concept of “cube of tests”. Consider, as 
an example, the execution of certain communication based kernel K times in a short period of time, 
producing K measurements of runtime {Ti.}. Consider that M monitoring tests are performed in this 
short period of time, producing M measures of latency and bandwidth Lj and Wj respectively. We 
define a cube of tests as the cube in a, in this particular case, three dimensional space {L,W,T} limited 
by the minimum and maximum values obtained for these three parameters. It is important to note that 
the monitoring in the period of time that defines the measurements must be homogeneous in order to 
be considered in the following step: the correlation search. A parameter to limit this homogeneity must 
be established to define the cubes. To obtain the correlation, the mean point in each cube of tests plays 
a relevant role, but also the dimensions of each cube and the distribution of points in it. Figure 3.2 
shows a cube of tests, and figure 3.3 shows several cubes of tests used to obtain the correlation. 
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Currently, we are including more kernels in the PPC tool. In particular, we have included the study of 
the PETSc library used by task 1.2 to solve large linear systems, now it is in progress, and the 
VERTLQ routine used in task 1.4. The inclusion of these routines implies the effort to extract from 
them their behaviour in terms of computations and communications under different circumstances, but 
also to adapt them to be easily monitored. As an example, we have modified VERTLQ in order to 
consider the size of the problem as a parameter instead of being just a constant as in the initial version 
provided by the application developer. This change can help us in characterizing the performance 
models more accurately. In the case of PETSc, it is a whole and complex library to solve large linear 
systems using different methods, and we have to search the routines used by the application and 
extract them from the library, this work is also currently under development. 
Finally, the inclusion of the Performance Prediction Tool into task 2.3 was due to the fact that both 
have many common points: they share the kernels, and both have to execute them on the Grid. 
Therefore, our work is to combine the effort and to share the performance results taken into account 
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the requirements that the PPC needs to obtain the analytical models for predicting the performance of 
the kernels. 

3.3. TASK 2.4 – PERFORMANCE MEASUREMENT TOOL (G-PM) 
The progress in the G-PM tool involved all the components of the tool: PMC, HLAC and UIVC. 
Specifically, as to: 
 
PMC: 
Within the second project year, the work was concentrated on extending the range of available 
metrics, the functionality, and further gridification of the tool.  
Specifically, the metrics are augmented by collective communication and synchronization-related 
ones. They include: 

1. Synchronization delay 
2. Group Communication delay  in MPI_Gather(), MPI_Scatter(), 

MPI_Reduce(), MPI_Bcast() 

New metrics relate to counting the number of communication/synchronization operations allow to 
support various statistics-related user-defined metrics provided by the HLAC, like the mean size of 
messages, as mentioned below.   
Some other improvements according to Annex 1 were introduced in the second prototype, e.g. 
communication with OCM-G using the globus_io mechanisms as an underlying data transfer layer to 
ensure security in the Grid environment. 
 
HLAC: 
Since project month 12, substantial progress has been achieved in the HLAC, based on the experiences 
with the demonstrator implemented in the first prototype: the current version of the HLAC is fully 
configurable via a metrics specification language. This allows the user to define a large variety of 
different, possibly application specific metrics at runtime, which can provide a better and more 
detailed insight into the application’s performance. These metrics enable the user e.g. to: 

• Relate two metrics to each other, e.g. compute the mean message size by dividing the amount 
of data sent by the number of messages. In the same way, metrics related to application 
performance can be related to infrastructure performance. 

• Compute metrics for specific execution phases in the application, e.g. for specific user 
interactions, or iterations of iterative solvers. In this way, measurements can be more closely 
related to the application’s internal structure. 

• Compute metrics based on values provided by the application itself, like e.g. residuum values, 
simulation time, etc. 

The last two classes of metrics make use of an instrumentation (probes), which is manually inserted 
into the application’s code by the programmer. These probes provide the HLAC with the minimal 
amount of application specific information needed to compute the metrics: 

• Occurrence of important events in the application’s execution, 
• associations between related events, 
• and (optionally) performance data computed by the application itself. 

Since this instrumentation is not bound to a specific metrics (as it is the case with other, state-of-the-
art tools supporting application-specific measurements), the probes can be re-used for many different 
measurements, once they are available. 



 
DELIVERABLE 2.5 

Demonstration and Report on WP2 2nd Prototype 

 

 
CG2.0-D2.5-v1.2-FZK019-
2ndPrototypeReport 

PUBLIC 17 / 109

 

 

UIVC: 
In the 2nd prototype, the following functionality has been added comparing to the first prototype: 

1. “Histogram” display window, which allows to realize various statistical measurements, like a 
distribution of times within a communication pattern, 

2. “Piechart” display window, which provides the ability to compare measurement values within 
a selected investigated object, like times spent in a set of functions across different hosts, 

3. “Communication matrix” display window that enables to get insight into communications 
patterns within a whole application, 

4. “Edit Custom Metrics” window intended to support the functionality of the HLAC 
component, 

5. In the “Custom metrics” menu, the “New custom metric” command is made functional, 
6. In the “File menu”, the “Start program“ is made functional, 
7. In the “Measurement Definition Window”, the “Aggregate locations” checkbox is removed, 
8. In the “Measurement Definition Window”, the “Locations panel” is enabled, 
9. In the “Visualization Definition Window”, the “Start after creation” checkbox is added. 

 

3.4. TASK 2.5 – INTEGRATION, TESTING AND REFINEMENT 
Since the first prototypes, the integration of the WP2 tools with the software produced by the other 
workpackages improved significantly. For detailed information on the WP1 kernels (VERTLQ, 
DaveF, Aladin and HEP NN) please refer to [D1.4], for information on MD and the WP3 monitoring 
systems, see [D3.5]. The following list describes these improvements in more detail: 

• Integration with applications from WP1: 
o MARMOT has been tested and used with components of all WP1 applications 
o G-PM has so far been tested and used with the HEP NN application (Task 1.3) and the 

DaveF kernel (Task 1.2). There is an ongoing effort to use G-PM on the other WP1 
software components. 

o The GridBench suite includes the VERTLQ kernel from Task 1.4 as the first application-
kernel benchmark. 

o Models for routines of the PETSc library (used in Task 1.2) and the VERTLQ kernel of 
Task 1.4 are being developed for PPC. 

• Integration inside WP2: The modified task structure inside WP2 (PPC was moved from Task 
2.4 to Task 2.3) lead to a better integration of the work on application kernels and the use of 
Grid infrastructure monitoring. In particular, PPC and GridBench cooperate in analysing the 
VERTLQ kernel and the use of JIMS for monitoring. 

• Integration with Migrating Desktop (MD) of WP3: 
o MARMOT is being integrated with the MD using the concept of tool containers. This 

allows to submit jobs using MARMOT via the MD. 
o G-PM is an X-Windows application, which can be started via an icon from the MD, 

provided that it is installed at the local machine. Integration of OCM-G with the MD is 
underway, using the same mechanism as for MARMOT (see OCM-G in [D3.5]), allowing 
the application to be started with OCM-G support via the MD, 

o The GridBench User Interface is fully integrated into the MD. 
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o The PPC User Interface has been reimplemented as a Java applet, which can be run from 
within the MD, but also as a standalone tool. 

• Integration with Monitoring Services of WP3: 
o G-PM makes use of OCM-G to acquire application monitoring information. 
o GridBench and PPC use JIMS to get monitoring information about the Grid infrastructure. 

Data from SANTA-G is also accessible via JIMS. 
The use of OCM-G (via G-PM) for obtaining application related information has been 
discussed during the Nicosia Integration Meeting. 

• Integration with CrossGrid testbed: 
o All the code is in the CVS repository, RPMs are automatically created and published via 

autobuild. 
o All tools support applications running on the CrossGrid testbed; live demos of MARMOT 

(with the DaveF and Aladin kernels), GridBench, PPC, and G-PM (with the DaveF kernel) 
have been shown at the Nicosia Integration Meeting, using among others the testbed sites 
at Bratislava and Krakow. 

 
The 2nd prototypes of WP2 tools have already been thoroughly tested (see the sections on testing in 
Section 4.1.7, 4.1.8, 4.2.7, 4.2.8, 4.3.8 and 4.3.9 of this document). For example, MARMOT has been 
tested with many components of WP1 applications, the GridBench archive already includes dozens of 
results of test runs at different sites, G-PM used periodic regression testing during the development of 
the PMSL translator and has prepared a non-interactive version of G-PM which will allow automatic 
testing in the final development period.  
According to the work plan in the Technical Annex, the main testing activities will be carried out in 
project months 25 and 26. 
 

3.5. TECHNOLOGY VERSUS APPLICATION MATRIX 
The CrossGrid workpackage 2 (WP2) has the aim to provide development tools for grid application 
environments. The current status of these tools allows their usage by the application developers 
already. The current distribution of the WP2 tools over the applications form WP1 is presented in the 
table 3.1. The table shows the situation after the Cyprus integration meeting.  
 
 WP1.1 BioMed WP1.2 Flooding WP1.3 HEP WP1.4 Meteo 
WP2.2 Marmot used used used used 

WP2.3 
GridBench/PPC 7/2004 

5/2004, 
implementation 

started 
10/2004 implemented 

WP2.4 G-PM used used used 03/2004 
Table 3.1: Usage of WP2 tools by the applications of workpackage 1 

 
The fact that not all of the tools are currently used by all applications can be explained by  
dependencies from other CrossGrid tasks, e.g. GridBench/PPC is  dependent on the availability of data 
from infrastructure monitoring (task 3.3.3) and G-PM is strongly connected with OCM-G (task 3.3.1). 
But most tools were are now tested with and used by all application. Where no integration was done 
yet, the milestones for the further distribution of the workpackage 2 tools can be extracted from the 
table. The collaboration with the task from workpackage 1 is ongoing. In the case of GridBench/PPC 



 
DELIVERABLE 2.5 

Demonstration and Report on WP2 2nd Prototype 

 

 
CG2.0-D2.5-v1.2-FZK019-
2ndPrototypeReport 

PUBLIC 19 / 109

 

one has to take into account that the GridBench tool is not connected directly with application and can 
be used independently from them. The final integration of selected and analysed kernels from 
applications into GridBench/PPC will be done at the integration meeting in Lisbon.  
The CrossGrid workpackage 2 uses also  tools developed in the CrossGrid workpackage 3. Table 3.2 
shows the current usage of WP3 tools by the tasks from WP2.  
 
 Migrating Desktop (MD) JIMS OCM-G 
WP2.2 Marmot Integrated -- -- 
WP2.3 
GridBench/PPC Integrated Integrated -- 

WP2.4 G-PM Integrated -- Integrated 
Table 3.2: Integration of WP3 tools by WP2 tasks 
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4. APPENDIX – DETAILED STATUS REPORT 
This appendix describes in details the current status of WP2 software developments. Here you find 
beside a review of the main design decisions the information on implementation, functionality, 
documentation, tutorials and test. Also the situation concerning the integration in the testbeds is 
presented.  

4.1. TASK 2.2 - MPI CODE DEBUGGING AND VERIFICATION TOOL (MARMOT) 

4.1.1. Implementation structure 
The MPI verification tool MARMOT is a tool to verify the correct usage of MPI. Both the C and 
Fortran language binding of MPI standard 1.2 are supported. The C interface was implemented first, 
since PM12 the Fortran interface is also available. The Fortran interface is implemented as a wrapper 
on top of the C interface, i.e. most of the functionality that is implemented for the C interface can be 
used for the Fortran interface as well. However, there are also differences between the C and Fortran 
language binding, e.g. checks concerning datatypes have to be implemented differently. In general, 
future developments and improvements will  be available at the same time for both language bindings.  
MARMOT is a library that is linked to the MPI application in addition to the existing MPI library and 
that allows a detailed analysis of this application at runtime. The implementation of MARMOT is still 
based on the model given in the Design Document, see [D2.2, part II].  The technical basis of the 
verification tool is the MPI profiling interface which allows to intercept the MPI calls of the 
application for analysis before they are passed to the “real” MPI library. 
 

4.1.2. Prototype functionality 
The second prototype is based on the first prototype, see [D2.3, part II]. 
From the user point of view, the verification tool is a library that has to be linked to the application. If 
this library is linked to the application a human-readable logfile will be generated at runtime which 
contains comments regarding the MPI standard conformance of the MPI program. The library consists 
of the debug clients and one debug server. No source code modification is required, only an additional 
process has to be added at start-up time, i.e. the user will have to run the job with n+1 instead of n 
processes. The debug server will catch one process automatically, i.e. if the user forgets to add one 
process only n-1 instead of n processes will be available to the application.   
The prototype supports the C and Fortran language binding of MPI standard 1.2 and has proved to run 
with applications on the CrossGrid testbed. As this standard contains 129 MPI calls, we will not give a 
detailed description of any check performed on any call here, see [D2.3, part II]. In general, 
MARMOT works as follows: 

• Violations of the MPI-standard are reported as error. 
• Unusual behaviour or possible problems is reported as warnings.  
• Notes are displayed when harmless but remarkable behaviour occurs. 
• The MPI-calls are traced on each node throughout the whole application. 
• When detecting a deadlock the last few calls (as configured by the user) can be traced back on 

each node. 
The tutorial exercise contains some deliberate errors to demonstrate the functionality of MARMOT. 

4.1.3. Documentation 
This deliverable catches only a snapshot of MARMOT. It is strongly recommended to have a look into 
MARMOT’s README before using it. The README is, unlike this document, kept up-to-date and it 
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contains all the information a user may need to get started. It is the most important documentation for 
users. Apart from that, there are several ways to get information on MARMOT. 

• MARMOT's distribution contains several files for documentation, the most important are: 
o README: most important information (user manual) 
o INSTALL: information on installation  
o CONFIG-EXAMPLES: examples of configuration for use on different platforms, with 

different compilers, etc. User feedback is welcome to improve this file.  
Further files are for example: 

o KnownBugs: information on bugs           
o ChangeLog: information on changes (regularly updated, but rather interesting for 

developers than for users) 
o TODO: information on future work 
o AUTHORS: information on developers 
o DEPENDENCIES: information on dependencies 
o LICENSE: information on license 
o MAINTAINERS: information on maintainers 
o NEWS: information on most important changes 

• To visualize the documentation generated automatically by doxygen, use your web browser to 
open the file MARMOT/DOC/AUTO/html/index.html 

• Further documentation can be found reading the SRS-, DesignDoc- and PrototypeDoc-
Deliverables, see [D2.1, part II], [D2.2, part II], [D2.3, part II], [D2.4, part II].  

• MARMOT's homepage can be found at http://www.hlrs.de/organization/tsc/projects/marmot/  
• A list and download of publications concerning MARMOT can be found at  
       http://www.hlrs.de/organization/tsc/projects/marmot/pubs.html  
• Users may submit and survey bugs via the bug-tracking system that can be found at 

http://gridportal.fzk.de/bugs/?group=cg-wp2-2   
• There's also a public forum named "user-feedback", where  users can post their feedback to 

and which is available at  http://gridportal.fzk.de/forum/?group=cg-wp2-2  
• Questions and suggestions can also be sent directly to  

      Bettina Krammer, krammer@hlrs.de , or to  
      Matthias Mueller, mueller@hlrs.de. 

• Help may also be found at the CrossGrid Helpdesk http://cg1.ific.uv.es/hlpdesk/  
 

4.1.4. Installation 
The following section contains a short introduction on how to install MARMOT. Its installation 
process has changed since the first prototype. In the beginning, MARMOT was not built using 
autotools. We decided to change the build process and to use autotools now. This has several 
advantages: 

• User-friendliness has improved: we do not require users to edit several Makefiles anymore. 
They just have to execute configure (maybe with some options), make and make install, as it 
is common practice. 

• Developers can maintain the build process more easily. 



 
DELIVERABLE 2.5 

Demonstration and Report on WP2 2nd Prototype 

 

 
CG2.0-D2.5-v1.2-FZK019-
2ndPrototypeReport 

PUBLIC 22 / 109

 

• It is much easier now to adopt the autobuild process from cg-example for MARMOT. 
• As MARMOT is intended to be a portable tool working with different MPI implementations, 

different compilers, on different platforms, we had to put some effort on writing and testing 
our configure.ac script. 

• To run ./configure, one may have to specify some options, for example specify paths for the 
MPI directory or for compilers or enable features. This is necessary, as there often exists e.g. 
more than one MPI installation on a platform. It also depends on the choice of the MPI 
implementation, the compiler, the linker and system-specific requirements which additional 
libraries have to be linked to make an application run with MARMOT. The configure script 
cannot automatically find out all the settings without some options given by the user.  

• For that reason, the configure step done by crossgrid autobuild had to be customized. 
• The CrossGrid autobuild works for MARMOT on 

o i386-rh7.3-gcc2.95.2 and  
o i386-rh7.3-gcc3.2.2,  

building (currently) 
o MARMOT-MARMOT.1.1.5-1.i386.rpm  

which  contains the MARMOT libraries libdmpi.a, libfmpo.a and libmpo.a.  
o MARMOT-MARMOT.1.1.5-1.src.rpm. 

which contains the sources. 
 The generated rpms may be found at  

o http://gridportal.fzk.de/distribution/crossgrid/autobuilt/i386-rh7.3-gcc2.95.2/wp2/  
respectively 

o http://gridportal.fzk.de/distribution/crossgrid/autobuilt/i386-rh7.3-gcc3.2.2/wp2/  

4.1.4.1. Dependencies 
As MARMOT is intended to be a portable tool running on any environment, there is no specific 
hardware required. MARMOT was tested on 

• Linux IA32/IA64 clusters 
• IBM Regatta 
• NEC SX5 
• Hitachi SR8000 
• Cray T3E 

 
 
The following software is required to compile MARMOT resp. link it to applications: 

• MPI implementation  
o Since the application that is to be verified is written using MPI, the MPI library is 

needed to run the application. MARMOT verifies the calls made by the program with 
the use of the so called profiling interface. This profiling interface is part of the      
MPI standard. Any MPI implementation that conforms to the MPI standard needs to 
provide this interface. Therefore, this requirement should not limit the selection of 
possible MPI libraries. 
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o Some of MARMOT's source files include mpi.h, therefore mpi (i.e. at  least mpi.h) is 
needed for the compilation of MARMOT to make the MARMOT libraries, which can 
then be linked to an application.  

• C++ compiler  
o MARMOT is implemented in C++. The compiler should implement the ISO/IEC 

14882 language specification of C++. We have succeeded in using gcc 3.0.4 or later, 
earlier versions might not work properly. Intel Compilers are an alternative, they are 
available for no cost for non-commercial use on linux platforms. For example, on our 
local environment, Intel compilers version 7.0 or the KAI C++ 4.0 compiler have been 
used successfully. MARMOT is also tested with xlC for AIX Compiler, Version 6. 

o To link MARMOT to a C or Fortran application with the C/Fortran linker instead of 
the c++ linker, some c++ libraries will have to be linked, too (for example libstdc++, 
using gcc or g77). 

• Fortran Compiler 
To support the Fortran binding of the MPI standard a Fortran compiler is required. The same 
Fortran compiler should be used to compile the application.  

• C compiler 
To support C applications, a C compiler is required (any C compiler should do).  

• Other tools that users need for compilation 
o make (tested with GNU make 3.79.1) for compilation. 

• Other tools that users do not necessarily need 
o Doxygen (tested with version 1.2.14) is used to automatically generate       

documentation. MARMOT's README (together with INSTALL and other files that 
come with MARMOT's distribution) is supposed to provide sufficient information      
for users even if they do not have Doxygen. 

o MARMOT's distribution comes with all the required files that users just have to run 
"configure" and "make", users do not need automake, autoconf, etc. However, if you 
plan to create all these files yourself with autobuild tools, have a look at the 
autogen.sh script. The following tools are required by autobuild tools (automake, 
autoconf): 

 autoconf-2.53 or higher is required to generate a configure script from the 
configure.ac (tested with GNU Autoconf 2.53). 

 aclocal/automake (tested with GNU automake 1.4-p5). 
 perl (tested with v5.6.1) is required by automake. 

4.1.4.2. Installation 
The following steps explain how to install and configure MARMOT. There are rpms available, see 
section 4.1.4. When compiling MARMOT themselves, users have to execute configure, make and 
make install, as it is common practice. To be precise, the following steps are to be followed. 

1. Download the code from the FZK CVS-repository (http://gridportal.fzk.de/): 
cvs –z3 co crossgrid/wp2/wp2_2-verif 

or go to http://gridportal.fzk.de/cgi-bin/viewcvs.cgi/crossgrid/crossgrid/wp2/wp2_2-verif/src/   
and click on the “download tarball” button. 
Have a look at the MARMOT/README file, which contains the up-to-date information on the 
installation of MARMOT. 
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2. Go to the directory crossgrid/wp2/wp2_2-verif/src/MARMOT. 
3. Run  ./configure -h to display help if needed. The output will contain some things 

that are specific to MARMOT, like: 
• Optional Packages, for example     

    --with-mpi-dir=MPIDIR    

give the path for MPI, default: /usr/local/mpich 

--with-globus-dir=GLOBUSDIR 

give the path for globus directory,  

default: /opt/globus 

and some more… 
• Optional Features, for example 

--enable-myrinet         

use Myrinet libraries, default=no 

    --enable-globus         

use globus, default=no 

• Some influential environment variables, for example 
CXX  C++ compiler command 

    CC         C compiler command 

    CFLAGS     C compiler flags 

    CPP        C preprocessor 

    F77        Fortran 77 compiler command 

    FFLAGS     Fortran 77 compiler flags 

4. Run ./configure to create the Makefiles etc. automatically from the corresponding 
templates named *.in. Note that the default values may not be correct and that you may have 
to specify options for ./configure, for example to specify the paths of MPI and 
C/C++/Fortran compilers.  
IMPORTANT: it depends on the choice of the MPI implementation, the compiler, the linker 
and system-specific requirements which additional libraries have to be linked to make an 
application run with MARMOT. The configure script cannot automatically find out all the 
settings without some options given by the user. The file CONFIG-EXAMPLES contains 
some hints. 

5. The options are shown in step 3. How to set them? 
6. Example of configuration: 

./configure --with-mpi-dir="/opt/cg/mpich" \ 

            --enable-globus \ 

            --with-globus-dir=/opt/cg/globus \ 

            LDFLAGS="-g –Wall -static"    

 Consult the file CONFIG-EXAMPLES if you run out of ideas.   
7. make: The default target is all to build 

• the essential MARMOT libraries, which are built in the SRC directory and can then be 
found in the directory LIB,  
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• the documentation in DOC directory for the SRC files 
• the C/Fortran test programs in TEST_C and TEST_F. 

8. Clean targets: 
• make clean removes all the files built by make. 

• make distclean  removes all the files built by  .\configure and make. 

• make maintainer-clean removes all the files built by .\autoconf, 
.\configure and make. After that, you will have to go to step 1. 

9. Give us feedback on how you configured/used MARMOT. 
 
 

4.1.5. User manual 
The following section contains a brief instruction on how to use the MARMOT tool, i.e. how to 
configure the tool and how to run an application with it. An example can be found in the tutorial 
section. This section is not intended to provide a complete user manual for any platform, for several 
reasons: 
• It depends on the environment how to set environment variables, e.g.  

o in bash one would simply issue the command 
  export DEBUG_MODE=1  

o or in other shells 
                 setenv DEBUG_MODE 1 

o One may also have to edit scripts (e.g. .bashrc) to set these values.  
o For the use on the CrossGrid testbed jdl or rsl scripts may be used. 

• It also depends very much on the platform and MPI implementation how to run an MPI job, e.g. 
using mpirun, globusrun, edg-job-submit or whatever. 

• It depends on the platform how to retrieve the log file produced by MARMOT. 

4.1.5.1. Running an application 
We assume that users know how to handle their specific platforms. To use an application with 
MARMOT, perform the following steps: 
• Relink the application with the MARMOT libraries,  i.e. the application has to be rebuilt.  

o IMPORTANT: it depends on the choice of the MPI implementation, the compilers, the 
linker and system-specific requirements which additional libraries have to be linked to 
make an application run with MARMOT. Be wary of the correct order of libraries. The 
file CONFIG-EXAMPLES contains some hints. 

o For C applications, link the MARMOT libraries libdmpi.a and libmpo.a. 
o For Fortran applications, link also libfmpo.a. 

• Configure MARMOT as described below. 
• To finally run the application, an additional process working as debug server has to be added. 
• Retrieve your log file. 
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4.1.5.2. Configuration  
MARMOT offers the following environment variables to allow users some configuration, but it works 
with the default values as well.  
• Set the environmental variable DEBUG_MODE to the desired value. The values for the debug 

mode mean 
0: only errors,   
1: errors and warnings, 
2: errors, warnings and remarks are reported. 
The default value is 2.  

• Set the environmental variable INTERFACE_MODE for the interface mode (default 0). The values 
mean 

  0: C Interface 
  1: Fortran interface 

 If the user forgets to set the Fortran interface mode for Fortran applications, MARMOT may issue 
error messages that are specific to the C language binding and do not apply for the Fortran 
language binding. The interface mode has been selected automatically since MARMOT-v1_1_6. 

• Set the environmental variable SERIALIZE for serializing the code or not.    
                SERIALIZE = 0: code is not serialized  
                SERIALIZE = 1: code is serialized 
                default 0  
• Set the environmental variable MAX_TIMEOUT_DEADLOCK for the maximum time all calls 

are allowed to stay pending before a deadlock warning is issued, i.e. set a value in microseconds 
for MAX_TIMEOUT_DEADLOCK (default 1000 microseconds = 1s).  

• Set the environmental variable MAX_TIMEOUT_SERIALIZE for the maximum time all calls are 
allowed to stay pending before a deadlock warning is issued, i.e. set a value in microseconds for 
MAX_TIMEOUT_SERIALIZE(default 1000000 microseconds = 1s).  

• Set the environmental variable TRACE_CALLS, whether calls shall be traced back or not (default 
value 1). The values mean 

1:  calls are traced with output to stderr, traceback in case of a deadlock is possible 
0:  calls are traced without output to stderr, traceback in case of a deadlock is possible 
-1: calls are not traced, traceback in case of a deadlock is NOT possible.  

      The number of calls to be traced back in case of deadlock can be set via MAX_PEND_COUNT.      

• Set the environmental variable MAX_PEND_COUNT for the maximum number of MPI calls that 
can be traced back, i.e. set an int value for MAX_PEND_COUNT (default 10). 

 
Environmental Variable Short 

Description 
Value Description of 

values 
Default 

DEBUG_MODE Set extent of 
reporting 
messages
 
  

0 
 

1 
 

2 

only errors 
 
errors & warnings 
 
errors, warnings & 
remarks 

 
2 
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are reported 

INTERFACE_MODE Set interface 
(automatically 
done since 
v1_1_6) 

0 
 

1 

C interface 
 
Fortran interface 

0 

SERIALIZE Serialize code 0 
 

1 

Code is not 
serialized 

Code is serialized 

0 
 

MAX_TIMEOUT_DEADLOCK Set value for 
maximum 
message time 

Int >= 
0 

maximum message 
time 

1000000 
[microseconds] 

MAX_TIMEOUT_SERIALIZE Set value for 
maximum 
message time 

Int >= 
0 

maximum message 
time 

1000 
[microseconds] 

TRACE_CALLS Set extent of 
tracing 

1 
 
 
 
 
 

0 
 
 
 

-1 

tracing with output 
to stderr, traceback 
in case of a 
deadlock is possible 
 
tracing without 
output to stderr, 
traceback in case of 
a deadlock is 
possible 
 
no tracing, 
traceback in case of 
a deadlock is NOT 
possible. 

 
1 

MAX_PEND_COUNT Set value for 
maximum 
number of 
traced-back 
calls 

Int 
Maximum number 
of calls to trace-

back 
10 

Table 4.1:  Environment Variables 
 

4.1.6. Tutorial 
We have prepared a simple test program cg-tutorial-marmot-exercise.c containing some 
deliberate errors to demonstrate MARMOT’s functionality. The test program contains some common 
MPI calls as used by applications from WP1, but it is not derived from any of the WP1 applications. 
The program simply makes every process compute the sum of all ranks, as int and as float result, after 
constructing a user-defined datatype for that. 
• Further information on the Crossgrid tutorial may be found at  

http://www.eu-crossgrid.org/wp5-1-login/CGTutorial.htm .  
• Files necessary for execution may be found in our cvs repository at 

http://savannah.fzk.de/cgi-
bin/viewcvs.cgi/crossgrid/crossgrid/wp2/wp2_2-
verif/src/MARMOT/TEST_C/  
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Now we simply follow the steps given in section 4.1.5.1 (Running an application):  
• Relink the application with the MARMOT libraries libdmpi.a and libmpo.a , i.e. the application 

has to be rebuilt.  
o IMPORTANT: it depends on the choice of the MPI implementation, the compilers, the 

linker and system-specific requirements which additional libraries have to be linked to 
make an application run with MARMOT. Be wary of the correct order of all libraries. The 
file CONFIG-EXAMPLES contains some hints. For example, when using g++ for linking, 
the mpich- respectively the mpichg2- and globus-libraries have to be linked additionally. 
When using mpicc, -lstdc++ has to be linked additionally to resolve the symbols of the 
c++-MARMOT-libraries compiled with g++. We also recommend to link with the –static 
option. 

o In our case, we use for example 
gcc -I. -I/opt/cg/mpich/include -g -O2 -c cg-tutorial-marmot-exercise.c 

and 
g++ -g -O2 –static -o cg-tutorial-marmot-exercise cg-tutorial-marmot-exercise.o 
-L../LIB -ldmpi -lmpo -L/opt/cg/mpich/lib -lmpich  

respectively  
g++ -g -O2 -o –static cg-tutorial-marmot-exercise cg-tutorial-marmot-exercise.o 
-L../LIB -ldmpi -lmpo -L/opt/cg/mpichg2/lib -lmpich \ 

-L/opt/cg/globus/lib -lglobus_ftp_client_gcc32dbg \ 

-lglobus_ftp_control_gcc32dbg -lglobus_duroc_runtime_gcc32dbg \ 

-lglobus_duroc_common_gcc32dbg -lglobus_duct_runtime_gcc32dbg \ 

-lglobus_nexus_gcc32dbg -lglobus_gram_client_gcc32dbg \ 

-lglobus_gram_protocol_gcc32dbg -lglobus_gram_myjob_gcc32dbg \ 

-lglobus_io_gcc32dbg -lglobus_gss_assist_gcc32dbg \ 

-lglobus_gssapi_gsi_gcc32dbg -lgssapi_error_gcc32dbg \ 

-lglobus_gsi_callback_gcc32dbg -lglobus_gsi_cert_utils_gcc32dbg \ 

-lglobus_gsi_credential_gcc32dbg -lglobus_gsi_proxy_core_gcc32dbg \ 

-lglobus_gsi_sysconfig_gcc32dbg -lglobus_proxy_ssl_gcc32dbg \ 

-lglobus_openssl_gcc32dbg -lglobus_openssl_error_gcc32dbg \ 

-lglobus_oldgaa_gcc32dbg -lglobus_common_gcc32dbg -lglobus_dc_gcc32dbg \ 

-lssl_gcc32dbg -lcrypto_gcc32dbg 

• Configure MARMOT as described before. MARMOT’s log file will start with a complete  
overview of your settings :  

================environmental variables===================== 

debug_mode=2 (0: errors, 

              1: errors and warnings, 

              2: errors, warnings and remarks are reported 

              default: 2) 

interface_mode=0 (0: C interface, 

                  1: Fortran interface 

                  default: 0) 

. . . 

============================================================ 

• To finally run the application, an additional process working as debug server has to be added. 
o On the CrossGrid testbed, one may use a jdl file as follows: 

Executable = "cg-tutorial-marmot-exercise"; 
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JobType            = "MPICH"; 

NodeNumber         = 3; 

VirtualOrganisation = "cg";  

StdOutput        = "cg-tutorial-marmot-exercise.out"; 

StdError        = "cg-tutorial-marmot-exercise.err"; 

InputSandbox      = {"cg-tutorial-marmot-exercise"}; 

OutputSandbox       = {"cg-tutorial-marmot-exercise.out","cg-tutorial-
marmot-exercise.err"}; 

o The program may then be started e.g. via Resource Broker by 
edg-job-submit cg-tutorial-marmot-exercise.jdl 

• Retrieve your log file: by executing  
edg-job-get-output **your id** 

       the log files 
cg-tutorial-marmot-exercise.err  
cg-tutorial-marmot-exercise.out 

    will be fetched. 
 
When using 2 processes (plus one for MARMOT) the output cg-tutorial-marmot-
exercise.out may look as follows or similar (the incorrect result is platform-dependent): 

I am rank 1 of 2 PEs 

I am rank 0 of 2 PEs 

Incorrect result: PE1: Sum = 2 0.000000 

Incorrect result: PE0: Sum = 2 0.000000 

Correct result: PE1: Sum = 1 1.000000 

Correct result: PE0: Sum = 1 1.000000 

 
MARMOT’s log file cg-tutorial-marmot-exercise.err reveals what’s wrong: 
 

1 rank 1 performs MPI_Init 
2 rank 0 performs MPI_Init 
3 rank 1 performs MPI_Comm_rank 
4 rank 0 performs MPI_Comm_rank 
5 rank 1 performs MPI_Comm_size 
6 rank 0 performs MPI_Comm_size 
7 rank 1 performs MPI_Address 
8 rank 0 performs MPI_Address 
9 rank 1 performs MPI_Address 
10 rank 0 performs MPI_Address 
11 rank 1 performs MPI_Type_struct 
WARNING: MPI_Type_struct: blocklength[0]=0! 
WARNING: MPI_Type_struct: datatype[0] is Fortran-Type! 
WARNING: MPI_Type_struct: datatype[1] is optional! 
12 rank 0 performs MPI_Type_struct 
WARNING: MPI_Type_struct: blocklength[0]=0! 
WARNING: MPI_Type_struct: datatype[0] is Fortran-Type! 
WARNING: MPI_Type_struct: datatype[1] is optional! 
13 rank 1 performs MPI_Type_struct 
14 rank 0 performs MPI_Type_struct 
15 rank 1 performs MPI_Type_commit 



 
DELIVERABLE 2.5 

Demonstration and Report on WP2 2nd Prototype 

 

 
CG2.0-D2.5-v1.2-FZK019-
2ndPrototypeReport 

PUBLIC 30 / 109

 

16 rank 0 performs MPI_Type_commit 
17 rank 1 performs MPI_Type_commit 
NOTE: MPI_Type_commit: Datatype already committed! 
18 rank 0 performs MPI_Type_commit 
NOTE: MPI_Type_commit: Datatype already committed! 
19 rank 1 performs MPI_Address 
20 rank 0 performs MPI_Address 
21 rank 1 performs MPI_Address 
22 rank 0 performs MPI_Address 
23 rank 1 performs MPI_Type_struct 
24 rank 0 performs MPI_Type_struct 
25 rank 1 performs MPI_Type_commit 
26 rank 0 performs MPI_Type_commit 
27 rank 1 performs MPI_Issend 
WARNING: MPI_Issend: count=0 ! 
WARNING: MPI_Issend: datatype is for reduction functions! 
28 rank 0 performs MPI_Issend 
WARNING: MPI_Issend: count=0 ! 
WARNING: MPI_Issend: datatype is for reduction functions! 
29 rank 1 performs MPI_Recv 
WARNING: MPI_Recv: count = 0! 
WARNING: MPI_Recv: datatype is for reduction functions! 
30 rank 0 performs MPI_Recv 
WARNING: MPI_Recv: count = 0! 
WARNING: MPI_Recv: datatype is for reduction functions! 
31 rank 1 performs MPI_Wait 
32 rank 0 performs MPI_Wait 
33 rank 1 performs MPI_Issend 
WARNING: MPI_Issend: count=0 ! 
WARNING: MPI_Issend: datatype is for reduction functions! 
34 rank 0 performs MPI_Issend 
WARNING: MPI_Issend: count=0 ! 
WARNING: MPI_Issend: datatype is for reduction functions! 
35 rank 1 performs MPI_Recv 
WARNING: MPI_Recv: count = 0! 
WARNING: MPI_Recv: datatype is for reduction functions! 
36 rank 0 performs MPI_Recv 
WARNING: MPI_Recv: count = 0! 
WARNING: MPI_Recv: datatype is for reduction functions! 
37 rank 1 performs MPI_Wait 
38 rank 0 performs MPI_Wait 
39 rank 1 performs MPI_Issend 
40 rank 0 performs MPI_Issend 
41 rank 1 performs MPI_Recv 
42 rank 0 performs MPI_Recv 
43 rank 1 performs MPI_Wait 
44 rank 0 performs MPI_Wait 
45 rank 1 performs MPI_Issend 
46 rank 0 performs MPI_Issend 
47 rank 1 performs MPI_Recv 
48 rank 0 performs MPI_Recv 
49 rank 1 performs MPI_Wait 
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50 rank 0 performs MPI_Wait 
51 rank 1 performs MPI_Finalize 
52 rank 0 performs MPI_Finalize 
 

The source code looks as follows: 
 
/**  
 * This program is a simple MPI program for the CrossGrid tutorial. 
 * 
 * It contains some calls to make MARMOT issue warnings or remarks. 
 * As errors tend to lead to abortion, we only put in mistakes to make MARMOT 
 * produce warnings or remarks, not errors. 
 * The calls used in this example are also used in CrossGrid applications: 
 *   MPI_Init 
 *   MPI_Comm_size 
 *   MPI_Comm_rank 
 *   MPI_Address 
 *   MPI_Type_struct 
 *   MPI_Type_commit 
 *   MPI_Issend  
 *   MPI_Recv 
 *   MPI_Finalize 
 * Every rank computes the some of all ranks, as int and as float. 
 *  
 * @author Bettina Krammer 
 * 
 * $Id: cg-tutorial-marmot-exercise.c,v 1.2 2004/01/21 12:21:48 rusbetti Exp $ 
 */ 
 
 
#include <stdio.h> 
 
#include <mpi.h> 
 
#define msg_tag 111 
#define COUNT 2 
 
 
int main(int argc, char **argv) 
{ 
 
  int size    = -1; 
  int my_rank = -1; 
   
  int right, left; 
 
  int   int_send_buf, int_recv_buf, int_sum, i; 
  float float_send_buf, float_recv_buf, float_sum; 
 
  int          array_of_blocklengths[COUNT]; 
  MPI_Aint     array_of_displacements[COUNT], 
               first_var_address, 
               second_var_address; 
  MPI_Datatype array_of_types[COUNT], 
               sendtype, recvtype; 
 
  MPI_Status status; 
  MPI_Request request; 
 
 
  /* Get process and neighbour info. */ 
  MPI_Init(&argc, &argv); 
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  MPI_Comm_rank(MPI_COMM_WORLD, &my_rank); 
  MPI_Comm_size(MPI_COMM_WORLD, &size);  
 
  printf(" I am rank %d of %d PEs\n", my_rank, size); 
 
  right = my_rank + 1; 
  if (right == size) right = 0; 
 
  left = my_rank - 1; 
  if (left == -1) left = size-1; 
 
  /* Set MPI datatypes for sending and receiving partial sums. */ 
 
  /* This will produce a warning: blocklength = 0. */ 
  array_of_blocklengths[0] = 0; 
  array_of_blocklengths[1] = 1; 
 
  MPI_Address(&int_send_buf, &first_var_address); 
  MPI_Address(&float_send_buf, &second_var_address); 
 
  array_of_displacements[0] = (MPI_Aint) 0; 
  array_of_displacements[1] = second_var_address -  
                              first_var_address; 
 
 
  /* This will produce warnings:  
   * the first one is a Fortran type,  
   * the second one is optional.  
   */ 
  array_of_types[0] = MPI_INTEGER; 
  array_of_types[1] = MPI_LONG_LONG_INT; 
 
  MPI_Type_struct(COUNT, array_of_blocklengths, 
                  array_of_displacements,  
                  array_of_types,  
                  &sendtype); 
 
  /* Now correctly: */ 
  array_of_blocklengths[0] = 1; 
 
  array_of_types[0] = MPI_INT; 
  array_of_types[1] = MPI_FLOAT; 
 
  MPI_Type_struct(COUNT, array_of_blocklengths, 
                  array_of_displacements,  
                  array_of_types,  
                  &sendtype); 
 
  /* Commit the same type twice. */ 
  MPI_Type_commit(&sendtype); 
  MPI_Type_commit(&sendtype); 
 
 
  MPI_Address(&int_recv_buf, &first_var_address); 
  MPI_Address(&float_recv_buf, &second_var_address); 
 
  array_of_displacements[0] = (MPI_Aint) 0; 
  array_of_displacements[1] = second_var_address -  
    first_var_address; 
 
  MPI_Type_struct(COUNT, array_of_blocklengths, 
                  array_of_displacements,  
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                  array_of_types,  
                  &recvtype); 
 
  MPI_Type_commit(&recvtype); 
 
  /* Compute global sum. */ 
  int_sum = 0; 
  float_sum = 0; 
  int_send_buf = my_rank; 
  float_send_buf = (float) my_rank; 
 
  for( i = 0; i < size; i++)  
    { 
 
      /* This will produce warnings:  
       * the count is 0,  
       * the types are for reduction functions.  
       */ 
      MPI_Issend(&int_send_buf, 0, MPI_LONG_INT, right, msg_tag, 
                 MPI_COMM_WORLD, &request); 
     
      MPI_Recv(&int_recv_buf, 0, MPI_LONG_INT, left, msg_tag, 
               MPI_COMM_WORLD, &status); 
     
      MPI_Wait(&request, &status); 
 
      int_sum += int_recv_buf; 
      int_send_buf = int_recv_buf; 
 
      float_sum += float_recv_buf; 
      float_send_buf = float_recv_buf; 
    } 
 
  printf ("Incorrect result: PE%i:\tSum = %i\t%f\n", my_rank, int_sum, float_sum); 
 
  /* Now correctly: */ 
  /* Compute global sum. */ 
  int_sum = 0; 
  float_sum = 0; 
  int_send_buf = my_rank; 
  float_send_buf = (float) my_rank; 
 
  for( i = 0; i < size; i++)  
    { 
      MPI_Issend(&int_send_buf, 1, sendtype, right, msg_tag, 
                 MPI_COMM_WORLD, &request); 
     
      MPI_Recv(&int_recv_buf, 1, recvtype, left, msg_tag, 
               MPI_COMM_WORLD, &status); 
     
      MPI_Wait(&request, &status); 
        
      int_sum += int_recv_buf; 
      int_send_buf = int_recv_buf; 
 
      float_sum += float_recv_buf; 
      float_send_buf = float_recv_buf; 
    } 
 
  printf ("Correct result: PE%i:\tSum = %i\t%f\n", my_rank, int_sum, float_sum); 
 
 
  MPI_Finalize(); 
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  return 0; 
} 
 

 

4.1.7. Internal Tests 
• In order to test MARMOTs basic functionality, some simple programs containing various MPI 

calls are delivered in the TEST_C and the TEST_F directory, among them the tutorial exercise 
presented in the previous section. These test programs may be erroneous or not.  

• We used the NAS Parallel Benchmarks ([NASPB]) to measure and improve the performance of 
applications running with or without MARMOT. The benchmark results published in [ParCo] 
show that for applications with a reasonable communication to computation ratio the overhead of 
using MARMOT is below 20-50 % on up to 16 processors.  

• Other programs were delivered by WP1, for example the HEP application from Task 1.3 or the 
Flood application from Task 1.2, see next section. We also used real applications, e.g. the ANN-
application from task 1.3, for performance measurements. The performance of MARMOT is 
directly related to the ratio of communication/computation. For the ANN-application this ratio is 
much lower than for example for the flood applications, which results in having a much better 
performance in the first case than in the second one when running with MARMOT. 
Communication-intense applications also lead to huge log files when tracing is not switched off. 

• Tests were performed both on local clusters and on the CrossGrid testbed. In the latter case, we 
work on the integration with Migrating Desktop to have a more user-friendly way to select 
environment variables, submit jobs and retrieve log files. 

• As MARMOT is intended to be a portable tool running on any environment, using any MPI 
implementation and any compiler, we tested the tool on different platforms: 

o Linux IA32/IA64 clusters 
o IBM Regatta 
o NEC SX5 
o Hitachi SR8000 
o Cray T3E 

• The tests on different platforms were very useful to find some bugs and some non-portable 
constructs in MARMOT. We also carried out many installation tests to refine MARMOT’s 
configure script.  

 

4.1.8. Integration Tests 
• This chapter describes the tests that have been done together with other workpackages,  

especially with the applications from WP1.  

4.1.8.1. Applications from Task 1.1 (wp1_1-biomed) 
MARMOT checked  the application wp1_1_1-blood-flow-solver/simulate. For example, using 3 
processes (plus one for MARMOT) results in the following log file: 
1 rank 0 performs MPI_Init 

2 rank 2 performs MPI_Init 

3 rank 1 performs MPI_Init 

4 rank 0 performs MPI_Comm_rank 
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5 rank 0 performs MPI_Comm_size 

6 rank 2 performs MPI_Comm_rank 

7 rank 1 performs MPI_Comm_rank 

8 rank 0 performs MPI_Pack 

9 rank 2 performs MPI_Comm_size 

10 rank 1 performs MPI_Comm_size 

11 rank 0 performs MPI_Pack 

12 rank 2 performs MPI_Bcast 

13 rank 1 performs MPI_Bcast 

14 rank 0 performs MPI_Pack 

15 rank 0 performs MPI_Pack 

16 rank 0 performs MPI_Pack 

17 rank 0 performs MPI_Pack 

18 rank 0 performs MPI_Pack 

19 rank 0 performs MPI_Bcast 

20 rank 0 performs MPI_Pack 

21 rank 2 performs MPI_Unpack 

22 rank 1 performs MPI_Unpack 

23 rank 0 performs MPI_Pack 

24 rank 2 performs MPI_Unpack 

25 rank 0 performs MPI_Pack 

26 rank 2 performs MPI_Unpack 

27 rank 1 performs MPI_Unpack 

28 rank 0 performs MPI_Bcast 

29 rank 2 performs MPI_Unpack 

30 rank 1 performs MPI_Unpack 

31 rank 0 performs MPI_Cart_create 

32 rank 2 performs MPI_Unpack 

33 rank 1 performs MPI_Unpack 

34 rank 2 performs MPI_Unpack 

35 rank 2 performs MPI_Unpack 

36 rank 2 performs MPI_Bcast 

37 rank 1 performs MPI_Unpack 

38 rank 2 performs MPI_Unpack 

39 rank 2 performs MPI_Unpack 

40 rank 1 performs MPI_Unpack 

41 rank 2 performs MPI_Unpack 

42 rank 1 performs MPI_Unpack 

43 rank 2 performs MPI_Cart_create 
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44 rank 1 performs MPI_Bcast 

45 rank 1 performs MPI_Unpack 

46 rank 1 performs MPI_Unpack 

47 rank 1 performs MPI_Unpack 

48 rank 1 performs MPI_Cart_create 

49 rank 0 performs MPI_Comm_rank 

50 rank 1 performs MPI_Comm_rank 

51 rank 2 performs MPI_Comm_rank 

52 rank 0 performs MPI_Cart_shift 

53 rank 1 performs MPI_Cart_shift 

54 rank 2 performs MPI_Cart_shift 

55 rank 0 performs MPI_Send 

56 rank 0 performs MPI_Send 

57 rank 1 performs MPI_Recv 

WARNING: MPI_Recv: Use of MPI_ANY_SOURCE may cause race conditions! 

58 rank 2 performs MPI_Recv 

WARNING: MPI_Recv: Use of MPI_ANY_SOURCE may cause race conditions! 

59 rank 0 performs MPI_Send 

60 rank 1 performs MPI_Recv 

WARNING: MPI_Recv: Use of MPI_ANY_SOURCE may cause race conditions! 

61 rank 0 performs MPI_Send 

62 rank 2 performs MPI_Recv 

WARNING: MPI_Recv: Use of MPI_ANY_SOURCE may cause race conditions! 

63 rank 1 performs MPI_Bcast 

64 rank 0 performs MPI_Pack 

. . . 
The warnings above were the only warnings MARMOT could find. After that, the application mainly 
repeats the following: 
8882 rank 1 performs MPI_Barrier 

8883 rank 0 performs MPI_Sendrecv 

8884 rank 1 performs MPI_Sendrecv 

8885 rank 2 performs MPI_Sendrecv 

8886 rank 0 performs MPI_Sendrecv 

8887 rank 2 performs MPI_Sendrecv 

8888 rank 1 performs MPI_Sendrecv 

8889 rank 0 performs MPI_Barrier 

8890 rank 1 performs MPI_Barrier 

8891 rank 2 performs MPI_Barrier 

8892 rank 0 performs MPI_Sendrecv 

8893 rank 1 performs MPI_Sendrecv 
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8894 rank 2 performs MPI_Sendrecv 

8895 rank 2 performs MPI_Sendrecv 

8896 rank 1 performs MPI_Sendrecv 

8897 rank 0 performs MPI_Sendrecv 

4.1.8.2. Applications from Task 1.2 (wp1_2-flood) 
During the integration meeting in Cyprus, MARMOT was shown successfully in a live demo with two 
Fortran applications from Task 1.2 (flood), namely DaveF and Aladin, running on the cluster at II SAS 
(cluster.ui.sav.sk) in the CG testbed.  
• DaveF: MARMOT could not detect any behaviour to report errors or warnings. Thus, the log file 

consisted only of a tracing of all calls made. 
• Aladin: MARMOT issued warnings: 

o The use of MPI_ANY_SOURCE may cause  race conditions. 
Developers have to make sure that when using MPI_ANY_SOURCE the final result will not 
be affected by race conditions that may occur. 
o Tags were used that were not within the range guaranteed by the MPI standard. 
This may cause problems when porting the application to another platform. 

• Due to the high ratio of communication in these applications, the performance of MARMOT 
turned out to be weak. 

Relinking these Fortran applications with MARMOT was a problem that had to be solved first. 
• MARMOT was compiled with gcc-3.2.2, the Fortran application with Intel Fortran compiler v. 

7.0, using the MPI distribution from CrossGrid, which is mpich-1.2.5 compiled with gcc-3.2.2. 
The linking was also done with ifc. 

• A first attempt to relink the application with the MARMOT libraries -ldmpi -lfmpo -lmpo (and the 
-lstdc++) had resulted in correct compilation, but incorrect MPI initialization since in the 
MPI_INIT the commandline arguments had been ignored.  

• As a workaround, the standard Fortran wrapper from MPICH could be used, i.e. the linking was 
done with -lfmpich instead of the MARMOT wrapper -lfmpo. This turned out to be successful, as 
seen in the demo. 

This linking problem is due to several reasons: 
• Use of different compilers: it causes less problems to use either only Intel compilers or only GNU 

compilers. MARMOT was tested both with Intel and GNU compilers, but not in combination of 
both. As the flood application uses Fortran 90 features, which g77 does not support, there is 
currently no other way than using a non-GNU compiler for it. 

• It is a known problem in mpich that there may occur problems with command line arguments. 
Quoting a comment from mpich-1.2.5/src/init.c: 

 Notes: 
 Note that the Fortran binding for this routine has only the error return argument 
('MPI_INIT(ierror)') 
Because the Fortran and C versions of 'MPI_Init' are different, there is a restriction on who 
can call 'MPI_Init'.  The version (Fortran or C) must match the main program.  That is, if the 
main program is in C, then the C version of 'MPI_Init' must be called.  If the main program is 
in Fortran, the Fortran version must be called. 
On exit from this routine, all processes will have a copy of the argument list.  This is `not 
required` by the MPI standard, and truly portable codes should not rely on it.  This is 
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provided as a service by this implementation (an MPI implementation is allowed to distribute 
the command line arguments but is not required to). 
Command line arguments are not provided to Fortran programs.  More precisely, non-
standard Fortran routines such as getarg and iargc have undefined behavior in MPI and in 
this implementation.  
The MPI standard does not say what a program can do before an 'MPI_INIT' or after an 
'MPI_FINALIZE'. In the MPICH implementation, you should do as little as possible. In 
particular, avoid anything that changes the external state of the program, such as opening 
files, reading standard input or writing to standard output. 

• Using -lfmpich instead of MARMOT's Fortran wrapper -lfmpo is a workaround, but may cause 
erroneous behaviour of MARMOT (e.g. when using MPI_WAIT with -lfmpich, the request 
argument is handled differently by -lfmpich than by MARMOT's -lfmpo, which results in the 
unjustified error message "ERROR: request is not valid"). Thus, we do recommend to use 
MARMOT's wrapper. We have changed MARMOT's Fortran wrapper to recover the calling 
arguments for MPICH with the p4 device, since mpich needs it for a proper initialization. The new 
version of MARMOT's Fortran wrapper has not been tested yet with the flood application. 

4.1.8.3. Applications from Task 1.3 (wp1_3-HEP, cg-ann-light) 
MARMOT checked the calls made by this application written in C (MPI_Init, 
MPI_Comm_size, MPI_Comm_rank, MPI_Get_processor_name, MPI_Barrier, 
MPI_Gather, MPI_Recv, MPI_Send, MPI_Bcast, MPI_Reduce, MPI_Finalize). 
There were no errors nor dangerous nor somehow remarkable behaviour detected.  
MARMOT’s first prototype issued too many unjustified deadlock warnings when used with this 
application. The deadlock detection has been changed for the second prototype, i.e. now the resulting 
log file just contains tracing. A typical example of this looks like the following (having two processes 
for the application and one additional process for MARMOT): 
2813 rank 0 performs MPI_Reduce 

2814 rank 1 performs MPI_Reduce 

 Min Step time in epoch 0 is 2.000000  Relative diff 0.000000 

2815 rank 1 performs MPI_Send 

2816 rank 0 performs MPI_Recv 

2817 rank 1 performs MPI_Bcast 

 step took 4.000000 seconds in machine 0 

281 step took 1.000000 seconds in machine 1 

8 rank 0 performs MPI_Bcast 

2819 rank 1 performs MPI_Bcast 

2820 rank 0 performs MPI_Bcast 

2821 rank 1 performs MPI_Bcast 

2822 rank 0 performs MPI_Bcast 

2823 rank 0 performs MPI_Reduce 

2824 rank 1 performs MPI_Reduce 

2825 rank 1 performs MPI_Bcast 

2826 rank 0 performs MPI_Bcast 

2827 rank 0 performs MPI_Bcast 
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2828 rank 1 performs MPI_Bcast 

2829 rank 0 performs MPI_Reduce 

2830 Number of examples 412980 

Epoch 98 error=3.362830e+03 

2831 rank 1 performs MPI_Bcast 

2832 rank 0 performs MPI_Bcast 

 

4.1.8.4. Applications from Task 1.3 (wp1_3-HEP, linsolve) 
An analysis of the source file linsolve2.c shows that this application uses the following MPI-
calls: MPI_Init, MPI_Comm_size, MPI_Comm_rank, MPI_Barrier, MPI_Reduce, 
MPI_Bcast, MPI_Abort, MPI_Address, MPI_Type_struct, MPI_Type_commit, 
MPI_Finalize. 
However, this is not the whole truth. A look at MARMOT’s logfile surprisingly shows that the 
application also uses for example:  MPI_Type_contiguous, MPI_Initialized, 
MPI_Comm_group, MPI_Group_incl, MPI_Comm_create, MPI_Group_incl, 
MPI_Group_free, MPI_Comm_dup, MPI_Comm_split, MPI_Attr_get. 

The latter calls are used by functions contained in the additionally linked library –lblacsMPI. 
MARMOT’s log file reveals the use of these calls by tracing them. Here’s an example of a logfile 
when the application is running on 5 processes. In the beginning the MPI-calls seen in 
linsolve2.c are performed:  
... 

49 rank 1 performs MPI_Type_struct 

50 rank 0 performs MPI_Type_commit 

51 rank 3 performs MPI_Type_commit 

52 rank 1 performs MPI_Type_commit 

53 rank 0 performs MPI_Bcast 

54 rank 3 performs MPI_Bcast 

55 rank 1 performs MPI_Bcast 

56 rank 0 performs MPI_Barrier 

57 rank 2 performs MPI_Barrier 

58 rank 3 performs MPI_Barrier 

59 rank 4 performs MPI_Barrier 

60 rank 1 performs MPI_Barrier 

. . . 

 
Then the functions  
  Cblacs_get(0,0, &blacs_grid);  

  Cblacs_pcoord(blacs_grid, my_rank, &my_process_row, 

                  &my_process_col); 

etc. are executed, which in fact results in performing the following MPI-calls: 
 

61 rank 3 performs MPI_Initialized 
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62 rank 2 performs MPI_Initialized 

63 rank 1 performs MPI_Initialized 

64 rank 0 performs MPI_Initialized 

65 rank 4 performs MPI_Initialized 

66 rank 2 performs MPI_Comm_size 

67 rank 1 performs MPI_Comm_size 

68 rank 1 performs MPI_Comm_rank 

69 rank 1 performs MPI_Type_contiguous 

70 rank 1 performs MPI_Type_commit 

71 rank 3 performs MPI_Comm_size 

72 rank 4 performs MPI_Comm_size 

73 rank 0 performs MPI_Comm_size 

74 rank 2 performs MPI_Comm_rank 

75 rank 1 performs MPI_Type_contiguous 

76 rank 3 performs MPI_Comm_rank 

77 rank 4 performs MPI_Comm_rank 

78 rank 0 performs MPI_Comm_rank 

79 rank 2 performs MPI_Type_contiguous 

80 rank 1 performs MPI_Type_commit 

81 rank 4 performs MPI_Type_contiguous 

82 rank 2 performs MPI_Type_commit 

83 rank 3 performs MPI_Type_contiguous 

84 rank 0 performs MPI_Type_contiguous 

85 rank 4 performs MPI_Type_commit 

86 rank 3 performs MPI_Type_commit 

87 rank 4 performs MPI_Type_contiguous 

88 rank 3 performs MPI_Type_contiguous 

89 rank 1 performs MPI_Comm_group 

90 rank 2 performs MPI_Type_contiguous 

91 rank 0 performs MPI_Type_commit 

92 rank 4 performs MPI_Type_commit 

93 rank 3 performs MPI_Type_commit 

94 rank 1 performs MPI_Group_incl 

95 rank 2 performs MPI_Type_commit 

96 rank 0 performs MPI_Type_contiguous 

97 rank 4 performs MPI_Comm_group 

98 rank 3 performs MPI_Comm_group 

99 rank 2 performs MPI_Comm_group 

100 rank 0 performs MPI_Type_commit 
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101 rank 1 performs MPI_Comm_create 

. . . 

4.1.8.5. Applications from Task 1.3 (wp1_3_2-SLEUTH) 
A first attempt to compile it on a local developer’s workstation resulted in  
g++ -O2 -I../../include -I/home/rusbetti/mpich-1.2.4/include -c 
sleuth.cpp 

In file included from /opt/include/g++-v3/backward/ostream.h:31, 

                 from ../../include/sleuth/Event.hpp:5, 

                 from sleuth.cpp:17: 

/opt/include/g++-v3/backward/backward_warning.h:32:2: warning: 
#warning This file includes at least one deprecated or antiquated 
header. Please consider using one of the 32 headers found in section 
17.4.1.2 of the C++ standard. Examples include substituting the <X> 
header for the <X.h> header for C++ includes, or <sstream> instead 
of the deprecated header <strstream.h>. To disable this warning use 
-Wno-deprecated. 

sleuth.cpp: In function `int main(int, char**)': 

sleuth.cpp:155: cannot convert 
`__gnu_cxx::__normal_iterator<double*,  

   std::vector<double, std::allocator<double> > >' to `const void*' 
for  

   argument `2' to `void* memcpy(void*, const void*, unsigned int)' 

make[1]: *** [sleuth.o] Fehler 1 

The bug was submitted to the bugtracking system at gridportal. 
 

4.1.8.6. Applications from task 1.4  (WP_1_4_2-CSIC, parsomSVG) 
This application uses the following MPI-calls: MPI_Init, MPI_Comm_size, 
MPI_Comm_rank, MPI_Barrier, MPI_Bcast, MPI_Gather, MPI_Rsend, 
MPI_Recv, MPI_Get_processor_name, MPI_Finalize. MARMOT inspected all these 
calls, but could not find any reasons for complaints. As the ratio of communication is very high for 
this application, MARMOT’s overhead and the MARMOT’s log file were large . 
 
 

4.1.8.7. Applications from Task 1.4 (wp_1_4_3-USC, STEMII) 
MARMOT’s first prototype had checked the calls made by this application (MPI_INIT, 
MPI_COMM_SIZE, MPI_COMM_RANK, MPI_TYPE_EXTENT, MPI_TYPE_STRUCT, 
MPI_TYPE_COMMIT, MPI_TYPE_HVECTOR, MPI_BCAST, MPI_SCATTERV, 
MPI_BARRIER, MPI_GATHERV, MPI_FINALIZE) and had found out that the user-defined 
datatypes used in MPI_SCATTERV and MPI_GATHERV had contained holes. Meanwhile these holes 
have been removed, which results in a better performance of communication. 
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4.1.8.8. Migrating Desktop (WP3.1) 
MARMOT is being integrated with Migrating Desktop in order to offer a user-friendly way to select 
environment variables, to submit jobs and retrieve log files. Thorough tests still have to be performed. 
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4.2. TASK 2.3 – GRIDBENCH AND PERFORMANCE PREDICTION COMPONENT (PPC) 
 
The task 2.3 consists of the two subtasks GridBench and Performance Prediction Component 
(PPC). Over the last year the organisation in Workpackage 2 was changed to bring both tasks 
closer together. But this integration is not yet finished and the two tools will be described 
separately in this Chapter. 

4.2.1.  Implementation structure 
The GridBench code is split into the following: 
1. The GridBench Suite 

The GridBench Suite is a  set of benchmarks, either adopted from existing benchmarks  (usually), 
or written from scratch(rarely). The language employed in the benchmarks  that are currently in the 
suite is C (but there is no reason preventing arbitrary languages to be used). The Globus API is 
used in some benchmarks (e.g. the gb_ftb file transfer benchmark). Each benchmark in the suite 
builds independently (autoconf and make) and as part of a full build process.   
 

2. The GridBench Framework  
The GridBench Framework  is (i) a set of services, (ii) a definition language with translation tools 
and (iii) a GUI that is integrated into the Migrating Desktop. 
All these components are implemented in Java using Web services for the services (Orchestrator 
and Archiver) and Swing for the Graphic User Interface. The code uses several libraries for XML 
processing, database access, Globus credentials management and Information Service queries. 
Currently the WASP WebService middleware is used but there is an ongoing effort to migrate to 
Axis (which is open-source and already available on the Testbed.) 

 
The PPC tool consists of the following elements: 

• A set of kernels, some of them were developed in the first year of the project (individual MPI 
routines and basic linear algebra codes, including the Paraiso library) and others were included 
in a proper format during the second year, basically VERLQ and PETSc. These kernels are 
executed within monitoring services to obtain their performance models. 

• The kernels were characterized in terms of some parameters related to performance 
information that are used as inputs for the performance models. 

• The monitoring services, mainly JIMS, are also inputs for the performance models. 
• The models are one of the main components of the tool. When they are obtained, their use will 

be simple and fast in the graphical interface. 
• The last component of the tool is the GUI, that is a Java applet. This visualization tool 

provides a friendly way to analyze the behaviour of the kernels under actual or hypothetical 
conditions. 

 

4.2.2. Prototype functionality 
The 2nd year prototype functionality builds on top of the 1st year prototype functionality, the main 
additions being: 
 
1. Implementation of benchmarks based on CrossGrid Applications: 

• Benchmark based on the VERTLQ (WP1.4) kernel. 
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2. Implementation/integration of “generic” Benchmarks (in addition to existing ones): 
• gb_ftb : A data-transfer benchmark using GridFTP. 
• Bonnie++ : A Disk access benchmark. 
• MPPTest : A benchmark for intra-cluster and inter-cluster MPI communication. 
• EPStream : A benchmark to test memory performance at a site. 
• BlasBench : A benchmark to test the per-CPU performance of the BLAS library at a site. 

3. Implementation of the GridBench services as Web Services (Orchestrator, Archiver); 
4. Introduction of the GridBench Definition Language (GBDL), along with tools for translation to 

JDL/RSL; 
5. Substantial User Interface extensions and 

 
The general use-case of the 2nd prototype, from the user's point of view, is the following (A more 
elaborate use-case is given in the tutorial): 
 

1. The user who wishes to know information about the performance of two Grid sites (say siteA 
and siteB) logs into the Migrating Desktop and launches the GridBench GUI by clicking on 
its icon. 

2. The User browses through the results of benchmarks that have already been executed, and 
assuming he did not find exactly what he was looking for, he wishes to launch a new set of 
benchmarks. 

3. The user selects the benchmark to execute from a list and is presented with a configuration form 
for specifying parameters and target site(s). 

4. The user configures the benchmark(s) and submits it(them) to the desired sites. 
5. Once the benchmark jobs finish, the results end up in the database; the user can then browse 

them and generate graphs to help with their analysis, for making decisions where to run 
applications or helping to pinpoint faults. 

 
The functionality of the second prototype of the PPC is continuously increasing. In the current state, 
the tool is not really useful, except for homogeneous systems, because the lack of monitoring 
information and analytical models for the Grid. 
The increase in the functionality is based on new kernels, the inputs of the monitoring services and the 
outputs related with Grid environments. 
In particular, currently, the general design of the GUI is implemented, and the following features are 
already included:  

• Selecting the kernels. 
• Selecting the number of processors, and in some cases their virtual topology. 
• Selecting elements needed by some kernels (i.e. matrices, vectors). 
• Getting monitoring information. This is only partially implemented (read from a file) and it 

will be improved as soon as this information will be available from monitoring services. 
• Showing the number of FLOPs. 
• Showing information about the memory use. 
• Showing load balance in terms of FLOPs and memory use. 

 



 
DELIVERABLE 2.5 

Demonstration and Report on WP2 2nd Prototype 

 

 
CG2.0-D2.5-v1.2-FZK019-
2ndPrototypeReport 

PUBLIC 45 / 109

 

These facilities are available for the routines of Paraiso for homogeneous clusters. 
 
In addition, some performance models were developed, assuming homogenous clusters as target 
system, for the following kernels: basic MPICH-G2 communication routines, Paraiso routines, basic 
algebra routines and VERTLQ. 
 

4.2.3. Documentation 
Figure 4.1 illustrates how the GridBench software relates to the EDG and CrossGrid middleware. The 
items shown in grey are components from DataGrid and CrossGrid while the components shown in 
colour are part of the GridBench implementation.  

 

 
Figure 4.1: The GridBench software architecture perspective in relation to the infrastructure 

Components shown in the dark violet colour make up the GridBench Framework and in cyan is the 
GridBench Benchmark suite. Figure 4.2 and Figure 4.3 show an overview of the GridBench 
Framework and the GridBench Suite respectively. 

 

Figure 4.2 shows the GridBench Framework architecture. All of the components shown are in a 
working condition. (While the “Monitoring Component” is in a working state it is still at an early stage 
of development). Additionally work in the “Information Provider” component has been temporarily 
suspended until it is clear which will be the prevailing Information Service structure (MDS or R-
GMA) of CrossGrid.  
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Figure 4.2: GridBench architecture 

 

 
Figure 4.3: The Gridbench Suite benchmarks 

 

The layered approach to Grid benchmarking is illustrated by Figure 4.3, where each of the planned 
benchmarks is shown. 

The layered approach taken is two-fold:  

1. As shown in the chart's x-axis, benchmarks are divided into Micro-benchmarks, Micro-kernel 
Benchmarks and Application-kernel benchmarks. 

2. On the y-axis the layering is with respect to the infrastructure; benchmarks target the individual 
Resource, the Site and the Grid Constellation. 

Items in figure 4.3 shown in green have been already been implemented at the time of writing (of this 
draft). 
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Components. 
The 2nd prototype implementation introduces a set of components as well as a set of benchmarks. 
The components (shown in figure 4.2) are briefly described below: 

1. The Orchestrator  
The Orchestrator component is responsible for coordinating the start-up and execution of the 
various components, especially in cases where the middleware does not support ordering of 
sub-jobs. On completion of the benchmark, the Orchestrator uses the Archiver for storing the 
resultant XML into a database. 

2. The GridBench Definition Language Translator 

The definition of runs for GridBench benchmarks is done through the GridBench Definition 
Language (GBDL). The GBDL contains the specification of which components will run and 
where, the specification of what monitoring is to take place and references to the obtained 
monitoring data, the measurements taken and where the measurements are archived.  
When it comes to the generation of RSL from the benchmark description, each component 
element in the XML is transformed into a set of sub-jobs. The target resource is obtained by the 
resource element and the executable is determined by the parameter with name='executable'. 
Since each of the components has a different scheme for command-line parameters, each 
benchmark executable must have an associated ParameterHandler benchmark-name class, 
which puts the parameters for the benchmark in the correct command-line format.  

3. The Archiver 

The Benchmark results (along with the benchmark definition) are then archived for reference 
purposes. This must be done in a manner that allows for easy comparisons between runs of 
benchmarks, and especially the statistical analysis of results collected over time. The possibility 
of selecting the results by providing a list of parameters with which a benchmark was run, is 
especially useful for analysis. The archival requirements were met by storing the data in a 
native- XML database (Apache Xindice). Storing results in such a database means that the user 
can retrieve historical results by specifying the benchmark type, while he can narrow down the 
search by specifying parameters with which the benchmark was executed. 

4.  The GridBench Definition GUI (see User Manual) 
The GridBench Suite. 

The following benchmarks have been implemented and are currently working. 

Micro-benchmarks at the Worker Node level:  

EPWhetstone is based on the whetstone benchmark, which is a sequential, synthetic CPU 
benchmark. This modified version, EPWhetstone, aims to measure the performance of individual 
CPUs in a Computing Element (cluster) by running on all CPUs in a parallel with each process 
running independently. The benchmark returns Million Instructions Per Second (MIPS).  

EPStream is based on the “stream” benchmark, which is a memory bandwidth benchmark. This 
modified version, EPStream, aims to measure the memory performance of each individual WN in a 
Computing Element (cluster) by running on all WN's in a parallel with each process running 
independently. The benchmark returns MB/s. 

BlasBench evaluates the performance of a CPU by using the BLAS routines. BLAS is a library for 
performing basic Linear Algebra operations. Returns FLOP/s and MB/s.  

Micro-benchmarks at the Site (CE/SE) level:  

Bonnie++ is a benchmark used to evaluate I/O performance. In the Cross-Grid architecture, a 
Computing Element is usually paired with a Storage Element, which makes storage space available 
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via NFS. The CE mounts that directory and can access the data stored in the SE. The benchmark 
returns MB/s during reading and MB/s during writing.  

MPPtest is a benchmark that tests MPI communication speeds by various ways and provides a 
variety of options for a detailed performance analysis. MPPtest is platform and MPI 
implementation independent and can therefore be used with any MPI implementation. MPPtest 
aims to make reproducible measurements of MPI performance and results are claimed to be 
reproducible since the reported measurements are the minimum of several runs (Returns a set of 
measurements that characterize MPI Performance).  

Micro-benchmarks at the Grid VO level:  

MPPtest: The same principle as for the CE mpptest can be applied to the Grid, where each 
participating resource (CE) can either host (i) a single process running on the CE, or (ii) a set of 
processes, each running on a different Worker Node.  

gb_ftb This File Transfer Benchmark is a straightforward file transfer benchmark targeted at 
transfers of large files. The user needs to specify the file to be transferred. A user-supplied 
measurement interval determines the frequency of recording the transfer progress. A set of target 
hosts can be specified, in which case the transfers will be done one after the other. 

Micro-kernels at the Site (CE) level:  

High Performance Linpack is one of the most widely known benchmarks in HPC; HPL now 
ranks the TOP500 [TOP500] super-computers. The HPL benchmark solves a dense system of 
linear equations by Gaussian elimination. It is MPI-based and in order to perform its basic 
computations it utilizes the Basic Linear Algebra Subprograms. 

 

Performance Prediction Component (PPC) 

The PPC tool is in the CVS repository, and there the information and brief manuals to help the user 
can be found. Figure 4.4 shows the general structure of the PPC tool 

 
Figure 4.4: General structure of PPC 

The main idea to obtain the performance models is the exhaustive study to find F such that: 
Ti = F (X, fi) 
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Where X is the number of FLOPs, fi is the computational power of node i, and Ti is the execution 
time. 
We found that, for homogeneous systems, F is linear in intervals of X:  

Ti = cX/fi + d 
For point to point communications: 

Tij = F(n, lij, wij) 
Where n is the size of the message, lij is the latency from i to j, and wij is the bandwith from i to j. 
We found that, for homogeneous systems, F is also linear in intervals of n:  

Tij = alij + bnwij + e 
MPICH-G2 distributes the processors in groups in different levels according to the communication 
behaviour. 

 Level 0 is for WANs 
 Level 1 is for LANs 
 …. 

Each group at each level uses a particular processor as leader. And characterizing collective 
communications in MPICH-G2 in a set of point to point communications according to the 
hierarchy of protocol levels: WAN, LAN, Local, … to obtain a performance model. In particular: 

 MPI_Bcast: 
 It is sequential in level 0. 
 It is implemented as a binary tree in other levels. 

 MPI_Scatter: 
 It is sequential in level 0. 
 It is implemented as a binary tree in other levels. 

Next figure shows how they are implemented 

 
Figure 4.5: A broadcast routine in a hierarchical system with 12 nodes 

 
 MPI_Gather: 
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 It is the same as MPI_Scatter, but in reverse order. 
 MPI_Reduce (commutative): 

 It is the same as MPI_Bcast but in reverse order. 
 It includes the operation in each processor. 

 MPI_Reduce (no commutative): 
 It is the same as MPI_Gather and the final operation is executed in the root processor.  

 MPI_Barrier: 
 It is a hypercube communications in each level. except for level 0 that uses an all-to-

all communication. 
 Two signals are used: wait and continue. 
 Figure 4.6 shows this behaviour: 

             
Figure 4.6: A barrier routine in a system with 8 nodes: A-H 

4.2.4. Installation 
1. Installation of the GridBench Framework. 

1. The Orchestrator: 
The Orchestrator is implemented as a web-service (at the time of writing this draft it utilizes 
the WASP middleware) and must me deployed on a server that supports web services. It is 
required that the server running the web-service middleware has the EDG WorkLoad client 
software installed and correctly configured (e.g on a “User Interface” host).  

2. The Archiver : 
The Archives (like the Orchestrator) is implemented as a web service  and has the 
requirement of connectivity to a Xindice database (preferably installed on the same host for 
performance reasons). 
The Xindice database must be installed and the hostname of the host running Xindice must 
be specified in the gridbench.properties file . 
 

The Orchestrator and Archiver are installed thus: 
 rpm -Uvh cg-wp2-gridbench-xxx.rpm 
 
 This will execute install the gridbench.jar file and execute the required scripts for deployment 
of the web-services. 
 
 

2. Installation of the GridBench Suite (benchmarks): 
The Benchmark executables must be co-located with the Orchestrator component (The 
orchestrator submits the job to the RB and has to have access to the executables, This implies 
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that the benchmark executables will be installed on the same “User Interface” machine as the 
Orchestrator). 
 
The benchmark executables are installed thus: 

 
 rpm -Uvh cg-wp2-gridbench-benchmarks-xxx.rpm 
 

3. Installation of the PPC tool: 
 

There are two versions of the PPC tool. Both are installed as a jar Java file. The first one (standard 
version) is called PPC.jar and is only supposed to run from the Migrating Desktop. The second one 
(standalone version, PPC-standalone.jar) can be run from a client machine, with Java 1.2.4. 
Software requirements: 
Java 2 compiler and runtime environment are necessary to build and run PPC. The package has been 
tested with Sun J2SDK1.4.1 and J2SDK1.4.2 (http://java.sun.com). 
This package uses the SGT Graphics Package (www.epic.noaa.gov/java/sgt/index.html). It can be 
downloaded from ftp://www.epic.noaa.gov/java/sgt, or you can use the version distributed with the 
PPC package (in share/java). 

 
To build the software the java based ant tool is required. This can be found at: http://ant.apache.org. 

 
Installing from CVS: 
Check out the source code from the CVS (crossgid/wp2/wp2_4-perf/wp2_4-perpred/wp2_4-perpred-
PPC) into a temp directory (PPC_TEMP_DIR). To build the project you need the ToolPlugin classes 
(ToolPlugin.jar and cog-jglobus.jar) and the SGT software (sgt_v2.jar), both are included in 
$PPC_TEMP_DIR/share/java. 

 

Set your CLASSPATH as, 
export CLASSPATH=$CLASSPATH:$PPC_TEMP_DIR/share/java/cog-
jglobus.jar:$PPC_TEMP_DIR/share/java/ToolPlugin.jar:$PPC_TEMP_DIR/share/java/sgt_v2.jar 

 

• To build the project: 

1. Build the source code: 
$ ant 

2. To generate the associated API documentation: 
$ ant apidoc 

3. To build source tarball: 
$ ant dist 

4. To build RPMS: 
$ ant rpm 

5. To run PPC (standalone version): 
$ ant run 
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4.2.5. User manual 
GridBench 
1. Invoking the GridBench GUI. 

• The User clicks on the GridBench GUI icon within the Migrating Desktop. 
  

2. Defining a benchmark 
• Once the GridBench window opens, a list of available benchmarks is shown on the left. 
• The user can select one of the listed benchmarks and he will be presented with a form with 

default values that the user can customize.  
• The User then selects where the benchmark will run, by clicking on the “location” table 

and then “AddResource”. Clicking on the “MDS” button on the left of the resource name, 
the combo-box is populated with the names of the available CEs (queues). Each CE is 
prefixed with (f/t) were f is the number of the currently free CPUs and t is the total 
number of CPUs.  

• Once the definition is finished, the user can preview the generated JDL by clicking on the 
“JDL” tab.  

• The user can submit the Job by clicking on the “submit” button.  
3. Browsing the results 

• The user can browse the results by selecting the “Results” tab.  
• Selecting a benchmark execution from the list (top-left) the results are displayed on the 

right.  
• Narrowing down the result list:  

o When the “update” button is clicked: The benchmark list and CE list are populated 
with the distinct benchmarks and CEx respectively found in the database.  

o By selecting on or more benchmarks or CEs and clicking “Apply”, the result list is 
limited to the selected ones.  

• By selection a benchmark execution from the result list, the “metrics” list (button left) is 
populated with the metrics found in the benchmark execution. 

4. Creating charts 
• A new chart can be created by clicking the “chart” button. 
• A type of chart can be selected from the pull-down menu (at the top-right of the chart 

window). The user must make sure, that the chart type matches the benchmark that’s 
results will be visualized.  

• The user can drag’n’drop metrics from the “metrics” list on the “Results” tab onto the 
chart.  

 
For more detail see also the Tutorial section of GridBench. 
 
Performance Prediction Component (PPC)  



 
DELIVERABLE 2.5 

Demonstration and Report on WP2 2nd Prototype 

 

 
CG2.0-D2.5-v1.2-FZK019-
2ndPrototypeReport 

PUBLIC 53 / 109

 

Figure 4.7 shows the icon we have designed for the graphic interface of PPC. This symbol is used to 
represent our tool in the Migrating Desktop. Figure 4.8 shows the main window of the Migrating 
Desktop, note that our tool can be selected in the main menu bar, in particular it is the tenth option. 

 
Figure 4.7: PPC icon 

 

 
Figure 4.8: Main window in the MD 

 

In this section the use of the current version of the GUI is shown in detail. This document covers 
the basis for using PPC; how to run it in the CrossGrid Migrating Desktop, how to prepare a kernel 
to visualize performance information about it, how to visualize this information, and how to 
interact with the tool to analyze the influence of different parameters of the Grid and/or the kernel 
itself. The feedback between the information provided by the tool and the interests of the user 
produces a strong knowledge about the behaviour of the kernel on the Grid. 

After selecting our tool in the Migrating Desktop, a new window like the one shown in figure 4.9 is 
displayed. In this window there are four main buttons called “Grid”, “Kernel”, “Display” and 
“Help”. The first one is used to select the source of information about the Grid, and it presents three 
possibilities, see figure 4.10, called “Monitoring”, “Forecasting” and “Custom”. The first one is 
used to get information about the current status of the grid, it can be produced by the execution of a 
monitoring test or it can read the last monitoring measure depending on the behaviour of the 
monitoring facilities. The second one gets forecasting information provided by the tools of task 3.3 
of by NWS. This is a facility provided by these monitoring systems that produces guest values of 
the network parameters based on the analysis of previous behaviours .Currently none of these two 
options are available as we did not decided the monitoring system used by our tool.  
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Figure 4.9: First window of the PPC 

 
Figure 4.10: Options for the Grid button 

 

The third option is used to establish specific network configurations by the user himself. This is 
useful to do particular studies of some kernel. This information is obtained from external files that 
can be modified by the user. Currently, only the number of nodes of the grid can be selected. See 
figure 4.11. 

 

 
Figure 4.11: Selection of number of nodes 
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These three options have two suboptions each, called "Get data" and "Show data", see figure 4.10, 
the first one is to get data from monitoring, forecasts or a file, and the other is to visualize them. 

 

Figures 4.12, 4.13 and 4.14 show the output for the "Show data" suboption. They show the latency 
between each pair of nodes in the grid, the bandwidth and the computational power of each node, 
respectively. If the user clicks on one of the entries of this matrix, numerical information is 
displayed. The user will have the possibility of change one of this values, or even a row or a 
column. 

 

 
Figure 4.12: Latency among nodes 
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Figure 4.13: Bandwidth among nodes 

 
Figure 4.14: Computational power of nodes 

 

Figure 4.15 shows details about the second button of the main menu. This button is used to select 
the kernel to be considered by the user. Currently, the options are collective MPI communications 
that are of broad interest, and iterative solvers, matrix vector product and VERTLQ routine that are 
interested for specific applications. Nowadays we are including more kernels in this list. 
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Figure 4.15: Options for the Kernel button 

 

For some of the kernels more detailed information must be provided, new windows are displayed 
as soon as this information is required. For example figure 4.16 shows the window to select a 
preconditioner to be applied to some iterative solver. 

 

 
Figure 4.16: Selection of kernels 

 

After selecting a kernel, the number of nodes and their configuration are asked by the tool. Figure 
4.17 shows the window to ask the user about the dimensions of the mesh, that is needed in some 
applications that consider a two dimensional mesh as virtual configuration of the computational 
nodes. 

 

 
Figure 4.17: Selection of parameters related with kernels 

 

The third main button is devoted to show the performance results. Currently five suboptions are 
available, see figures 4.18 and 4.19, "Computations", "Communications", "Time", "Load balance" 



 
DELIVERABLE 2.5 

Demonstration and Report on WP2 2nd Prototype 

 

 
CG2.0-D2.5-v1.2-FZK019-
2ndPrototypeReport 

PUBLIC 58 / 109

 

and "Specific displays". The information that they provide is the time used by computations (see 
figure 4.20 for an example), communications and total runtime per node, a Kiviat diagram  to show 
the load balance (see figure 4.21 for an example) and information that is application dependent, as 
the pattern of non-zero entries of sparse matrix for the iterative solvers. 

 

 
Figure 4.18: Options for Display button 

 

 
Figure 4.19: Options for the Display button for some parameters related with kernels 

 

 
Figure 4.20: Computational times 

 



 
DELIVERABLE 2.5 

Demonstration and Report on WP2 2nd Prototype 

 

 
CG2.0-D2.5-v1.2-FZK019-
2ndPrototypeReport 

PUBLIC 59 / 109

 

 
Figure 4.21: Kiwiat diagram showing load balance in terms of computational times 

Finally figure 4.22 shows an example of a working session with PPC. 

 
Figure 4.22: Example of a working session 
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4.2.6. Tutorial 
GridBench 
1. Defining and Executing a Benchmark 

a. Selecting a Benchmark to execute:  

 
On start-up the GridBench GUI  retrieves a list “Benchmark Templates” of available 
benchmarks  from the database web-service. 

b. To select a benchmark pick one from the “Benchmark Templates” list: 

 
 

c. The benchmark parameters can then be adjusted . 
For example, High Performance Linpack  needs, among others, parameters p and q, the 
product of which must equal the number of nodes the benchmark is to run on.  
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The Number of CPU's the benchmark is to run on is determined by the “cpucount” 
parameter.  

d. The target resource can be specified in the “location” tab. The “location” tab is initially 
empty. Click on “New Resource” and then on the “MDS” button. The MDS button fills in 
the drop-down list with all the CE queues available in the central Information Index. Each 
Resource is prefixed by “(<free cpus>,<total cpus>)”. 

The desired target can be selected from this list. 
 

e. The definition is now finished. Clicking on the “JDL” tab will display the JDL that is to 
be submitted to the Resource Broker. 
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Clicking on the “Submit” button will submit the job to the Resource Broker. 

2. Browsing the benchmark results. 
a. To start browsing the benchmark results, select the “Browse” tab. 

 
Initially the list on the top left, labelled “Benchmark Runs” contains  a list of all 
benchmark executions available in the database. 
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b. Clicking “refresh” will fill in the “Benchmarks” and “Hosts” lists: 

 
 

c. The “Benchmark Runs” list can be narrowed down be selecting a number of benchmarks 
from the “Benchmarks” list and a number of hosts from the “Hosts” list, then clicking 
“apply”. 

 
For example, selecting the “hpl” benchmark and the “cluster.ui.sav.sk” host and clicking 
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“apply” will populate the “Benchmark Runs” list with only the runs of High Performance 
Linpack on “cluster.ui.sav.sk”. 

d. To view the results of a benchmark run simply select it and go to the metrics tab on the 
right panel. (Note there can be metrics at the “benchmark level” and/or  the “component 
level”). 

 
(Note: the “Metrics” list on the bottom left are for dragging onto the charing window) 
 

e. Charting the results for easy viewing:  
To open a new chat click on the “chart” button. 

From the drop-down list on the upper right, select the benchmark type for which results 
are to be charted. 

f. To add a result (metric) to the chart simply drag it from the “Metrics” list on the main 
window to the list on the chart window (left side).  
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To compare this result  to a different execution, select a different benchmark run from the main 
window: 

 
Then drag the metric from the “Metrics” list onto the chart list. 
 
Performance Prediction Component (PPC) 
This is a simple example of using PPC to analyze the performance of a kernel (a solver for sparse 
linear systems, in this example the Conjugate Gradient with the ILU(0) preconditioner) taken from the 
Paraiso library. It consist of the following steps: 
 

1. The file with the sparse matrix for this exercise must be in the Virtual Directory of MD. Some 
information about the matrix greatly affects the performance of the solvers. In addition, the 
GUI also shows information about the matrix. This matrix must be stored in a proper standard 
CCS format. 

2. Open the PPC Viewer directly from Migrating Desktop. In the main window, it appears four 
menus. 
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• Grid: to get or set the Grid parameters obtained from monitoring services. 
• Kernel: to select the kernel to be predicted among those already included in the GUI. 
• Display: to show different output views. 
• Help: to display a short help. 

3. Set grid related information (Grid menu → Custom Grid) 
o To select the  number of processors of the Grid to be considered in the analysis. This 

number can be changed afterwards. 
4. Select the kernel to be studied 

o Load the matrix (Kernel menu → Iterative solvers → Load matrix). This option is 
used to select the file in which the sparse matrix is stored in step 1. 

o Select the matrix in the Virtual Directory of MD. 
o Select the Conjugate Gradient iterative solver (for example, Kernel menu → Iterative 

solver → CG). 
o In the pop-up window, select the preconditioner (ILU0) and the scaling method 

(Symmetric).  
5. In the new pop-up window, select the number of rows and columns of the processor mesh. 

This information is needed because the kernels included in Paraiso are coded to use a virtual 
mesh topology for the interconnection of the nodes. This topology is general, and it improves 
the efficiency of the communications in the kernel. 

6. Display the results (Display menu) 
o Display the number of FLOPs (Floating Point Operations) for some specific processor 

(Display menu → Computations) 
 FLOPs for different parts of the kernel can be showed: 

• Iterative method itself. 
• Scaling of the matrix. 
• Computation of the preconditioner. 
• Application of the preconditioner in each iteration. 
• Total number of FLOPs for the whole kernel.  

o Display the predicted load balance (Display menu → Load balance) 
 Show Kiviat Diagrams in terms of: 

• FLOPs. 
• Memory usage. 
• Executing time. 

4.2.7. Internal Tests 
 
Test 1: Testing benchmark definition and submission: 

Action: 
  Define a benchmark execution for each benchmark and submit it.(7 tests in total) 

Validation: 
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  Switch to the “Jobs” tab and click refresh. The benchmark job must appear in the 
benchmark job list. The status of the job can be viewed by selecting “job status”. 
 

 
Test 2: Testing result archival: 

Action: 
  Define a benchmark execution for each benchmark submit  it, and monitor the job 
status until it becomes “Done”. Switch to the “Results” tab and click refresh. 

Validation: 
  Soon after the benchmark job reaches the “Done” state the results should appear in the 
list. 
 
 

Test 3: Testing database function: 
Action: 

  Invoke the GridBench GUI. Perform “Test 2” 
Validation: 

  A populated list of available benchmarks on start-up of the GridBench GUI implies a 
functioning database (read access). Successful completion of Test 2 implies successful writes to the 
database. 
 
The internal test for the PPC tool restrict to the analysis of the tool for the kernels already included and 
just for homogeneous clusters. 
 

4.2.8. Integration Tests 
During the integration meeting in Cyprus the integration of GridBench and PPC was tested. The 
Integration of the tools in Migrating Desktop was tested by performing all the basic operations 
available. Beside the GridBench GUI functionality -  such as benchmark definition, submission of 
benchmark jobs, and browsing of results - all operations related to benchmark definitions (retrieval of 
benchmark templates from the Archiver Web-Service, MDS information retrieval and 
parameter/resource input acquisitions) worked as expected. The Job Submission via the Orchestrator 
Web Service succeeded. The PPC part of the tools worked fine with the new MD. No difference 
between the Migrating Desktop and the stand-alone GUI was found. 
The integration between GridBench/PPC and JIMS was tested by collecting monitoring data during 
benchmark executions using the GridBench JIMS client. The first application benchmark based on 
VERTLQ was implemented and integrated. This VERTLQ based benchmark was executed using 4 
Worker Nodes on ce001.grid.ucy.ac.cy while dynamic infrastructure information all the Worker 
Nodes of the site were being monitored. The increase in CPU load was observed during the execution 
of the VERTLQ kernel. After the execution the load returned to their initial  values. Within the next 
months the full integration of workpackage 3 tools for infrastructure monitoring (i.e. JIMS) will be the 
main task for GridBench/PPC besides the introduction of more application specific kernels. Other 
kernels will be introduced from CG Applications as soon as they are analyzed in terms of their 
functionality and characteristics. 
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4.3. TASK 2.4 – PERFORMANCE MEASUREMENT TOOL (G-PM) 

4.3.1. Implementation structure 
This section specifies the modules of the G-PM tool, which have been implemented and compares the 
second prototype to the design document (see [D2.2, part IV].  

4.3.1.1. PMC 
The Performance Measurement Component is responsible for providing a set of fixed, predefined 
performance metrics. Moreover it handles the process of measuring the performance properties. The 
communication with OCMG, including: connection initialisation, attachment to the application and 
related objects falls also into its responsibility. The module has been implemented as described in 
[D2.2, part IV] with refinements specified in [D2.3, part IV]. 
Several changes have been introduced since first prototype. These include: 

1. Major refinements to the FunctionMetrics class regarding the set of available predefined 
metrics. In particular, metrics responsible for measurement of MPI group communication 
related quantities were added. 

2. Refinements to the FunctionMetrics class that introduce metrics for measuring the invocation 
count of various MPI functions. 

3. Refinements to the OCMCommunicator class regarding the application processes attachment 
scheme. 

4. Refinements to the OCMCommunicator class in order to provide support for resuming 
applications that were initially suspended by OCM-G. 

4.3.1.2. HLAC 
The 2nd prototype of the  HLAC contains a full implementation of a language for specifying user-
defined measurements. A user-defined metrics is a metrics which can be defined by the user of a 
performance tool at runtime, e.g. by providing a formula how to compute a metrics from a set of other 
metrics (e.g. ‘area = width * height’). In the G-PM tool, the definition of a user-defined metrics can 
also take into account the occurrences of certain events in the application program. This required to 
adapt the existing classes for user define metrics and active measurements. In addition, a number of 
new classes had to be implemented for the metrics’ intermediate representation and the evaluation of 
measurements based on user-defined metrics. Since these classes have not been documented in 
previous deliverables, they are discussed in detail in the following paragraphs. 
 
User Defined Specification class (UDSpecification) 
This class contains all the necessary information about a user defined metrics. It is constructed with 
the help of a parser for the Performance Metrics Specification Language PMSL (see Section 4.3.2.2 
for its syntax). The parser has been constructed using the tools Flex for scanning and Bison for 
parsing. 
In general, when a new metrics is defined, the class will parse the PMSL specification, create a 
Directed Acyclic Graph (DAG) as an internal representation of this specification, and optimize it. 
The class also is responsible for the symbol table management during the PMSL parsing. It offers 
methods to create entries for local variables which are declared in the body of the metrics 
specification, as well as parameters of the specified metrics. Each symbol table entry is a pointer to an 
identifier node in the DAG (see class IdentifierNode below). 
Once a measurement of the metrics is requested, the evaluateDAG method of this class does a partial 
evaluation of the DAG, optimizes it, creates a dataflow graph controlling the measurement’s 
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evaluation, defines all the child measurements and OMIS conditional requests necessary for the 
measurement, and creates the ActiveMeasurement object.  
The constructor of this class is called from the PMSL parser and receives the name of the user defined 
specification, which will be used as the name of the corresponding metrics in the navigation part of the 
user interface of G-PM.  
 
User Defined Metrics class (UDMetrics) 
After creating an object of this class, which is a subclass of Metrics, the proper PMSL specification 
must be attached to it via the setSpecification method. This method invokes the PMSL parser to 
creates a UDSpecification object, which is then stored in the UDMetrics object. The method also 
receives a call back object, which will be called whenever an error is occurring in the process of 
parsing. Only when parsing was successful, the UDMetrics object is appended to the list of available 
metrics. 
During the definition of a measurement based on this user defined metrics, the actual measurement 
specification object (MeasurementSpec) and measurement call back object (MeasurementCB) will be 
given as parameter for the measure method of this class. This method then prepares the measurement 
with the help of the UDSpecification class and its method evaluateDAG (see above).  
 
User Defined Active Measurement class (UDActiveMeasurement) 
 
The objects of this class represent an active measurement of a user defined metrics. This is a subclass 
of the abstract class ActiveMeasurement (See [D2.2, part IV], Section 7.1.3). This active measurement 
is returned as a result of the measure() method of UDMetrics. 
 
This class contains all the information, which is needed for enabling/disabling, reading, and deleting 
the measurement: 
 

- all active measurement objects created for the inferior measurements, i.e. measurements of 
metrics used in the specification of the user defined metrics,  

- a list of OMIS conditional request tokens for all conditional requests sent to OCM-G for 
monitoring probe events, which are used for enabling, disabling, and deleting these requests,  

- all active measurements which must be read in order to get a result for this measurement, 
- a list of aggregation data flow nodes (see below) which must be read after the active 

measurements above.  
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Figure 4.35: Class diagram for the top-level HLAC classes 

 
Besides the top-level classes documented above and shown in Figure 4.35, the HLAC consists of two 
packages, which implement directed acyclic graphs (as an intermediate representation for metrics 
specifications) and data flow graphs (for the evaluation of measurements). These packages are 
described below. 
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Directed Acyclic Graph classes (Node) 
 
The DAG representing a metrics specification, which is created from the PMSL parser, consists of 
different types of nodes, whose common behavior is implemented in the base class Node. The methods 
provided by this class allow to build the DAG and to perform some manipulations on the DAG, like 
replacing nodes with others, common subexpression elimination (CSE), or simply printing the DAG. 
Since for most of these manipulations, a recursive traversal of the DAG is necessary, the Node class is 
a quite complex one, with a lot of methods of rather high complexity. This was remarked by the 
CrossGrid Quality Assurance, however, it is a necessity caused by the complex DAG algorithms, 
which cannot easily be changed.  
In addition, the class implements methods to partially evaluate the DAG, which results in the creation 
of a dataflow graph. This graph is used both to define the actual measurements and the necessary 
OMIS requests for monitoring the probes, as well as for the evaluation of the measurements' results. 
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Figure 4.36: The Node class 

The subclasses of this class are briefly described below. They represent the different kinds of DAG 
nodes. 
 

ConstantNode: 

This class represents constants in the DAG.  

A constant mainly consists of its value and a type. At the moment, during construction of the 
DAG, only constants of types double, int, bool, and TimeInterval are needed.  
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IdentifierNode: 

This class represents identifiers in the DAG.  

An identifier has a name, a type, and an optional value. During the construction of the DAG, 
this value is again a DAG. Only during the evaluation, real values are assigned to identifiers 
(namely parameters and global variables).  

 

ProbeNode: 

This class implements DAG nodes representing the use of probes.  

Similar to a MetricsNode, a ProbeNode just stores information on the probe and its 
parameters. However, instead of the name, a pointer to the IdentifierNode of the probe is 
stored.  

 

 
Figure 4.37: Class diagram for constant node, identifier node and probe node 
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OperationNode: 

This class implements DAG nodes representing arithmetic and logical operations. At the 
moment, we have the following unary and binary operations:  

• Plus, minus, times, div, mod, and unary minus for operands of type double, int, and Value,  

• Equality and inequality for all scalar data types,  

• the other comparison operators only for operands of type double, int, and Value,  

• AND, OR, and NOT for Boolean operators,  

• the IN operator, which checks whether an element is in a list,  

• the special AT operator, which determines the value of an expression when an event 
occurs. 

In addition, there are n-ary operations, which are only defined for types double, int, and Value: 
ADD, MULT, MIN, MAX, MEAN, and STDEV. 

                              
Figure 4.38: Class diagram for the operation node. 

 

SetFunctionNode: 

This class implements DAG nodes representing aggregation functions, like 'sum over all 
elements of a specified set'.  

Currently, seven aggregation functions are defined:  

• SUM: the sum of the elements. Elements must be of type double, int, or Value  

• PROD: the product of the elements. Elements must be of type double, int, or Value  
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• MIN: the minimum of the elements. Elements must be of type double, int, or Value  

• MAX: the maximum of the elements. Elements must be of type double, int, or Value  

• MEAN: the mean value of the elements. Elements must be of type double, int, or Value  

• STDEV: the standard deviation of the elements. Elements must be of type double, int, or 
Value  

• COUNT: the number of elements. Elements can be of any scalar type.  

• UNIQUE: returns an arbitrary element. Elements can be of any scalar type. The idea is 
that typically, the set is defined in such a way that it contains only one element.  

A SetFunctionNode has one or two children. The first one is the expression producing the 
elements of the set when the iterators iterate over their value range. The second one is a 
Boolean expression over the iterators. An element is taken into account for the computation 
only if this expression evaluates to true. If the expression is missing, all elements are used 
for the computation, i.e. there is no further restriction on the iterators.  

 

AtrributeNode: 

This class represents DAG nodes which compute attributes of objects. 

At the moment, attributes: 

• .time can be applied to a Value and returns its time stamp.  

• .duration can be applied to a Value and returns the length of its measurement interval. 

• .upper can be applied to a TimeInterval and returns its upper bound.  

• .site can be applied to a Node or Process and returns its site.  

• .node can be applied to a Process and returns its node.  

• .rank can be applied to a Process and returns its rank, i.e. its global ID.  

Nodes of this class always have exactly one child node. 
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Figure 4.39: Class diagram for attribute, set function and shifting virtual time classes 
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VtaggregationNode: 

This class implements DAG nodes representing the aggregation over time.  

This operation is defined only for types double, int, and Value. The possible aggregation 
operators are: SUM, PROD, MIN, MAX, MEAN, and STDEV. 

MetricsNode : 

This class implements DAG nodes which represent uses of (``calls to’’) already defined 
metrics.  

The information stored is just the name of this metrics and the parameter expressions, which 
are the child nodes of the MetricsNode.  

 

 

Figure 4.40: Class diagram for result type, virtual time aggregation and metrics node classes
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Dataflow Graph classes (DataflowNode / DataflowDataProvider) 

 
A dataflow graph consists of DataflowNode objects, which are linked together via  
DataflowDataProvider objects, which act as a data channel. The DataflowNode class represents the 
operations in the dataflow graph, while the DataflowDataProvider class delivers the operators. Both 
classes together implement a dataflow driven evaluation: DataflowNode objects wait until all their 
child data providers have their results ready and then collect and remove all the corresponding values 
from them. The dataflow node then calculates its result, based on the node type and the collected 
values, and pushes this result to the data provider of its parent node(s). The DataflowDataProvider 
class implements a callback mechanism that is used to notify the proper dataflow nodes when an 
operand is available. 
 
The DataflowNode class possesses the following subclasses for the different kinds of operations. Each 
of these classes corresponds to a subclass of the DAG Node class.  
 

AtrributeDataflowNode: 
This class implements the dataflow node for the corresponding AttributeNode in the DAG. 
Since all attributes except the .duration attribute are evaluated when the measurement is 
defined, the .duration attribute is the only one implemented by this class.  

 
OperationDataflowNode: 
This class represents the dataflow node for its counterpart OperationNode from the DAG. This 
class collects values from the child data providers, executes the defined operation on the list of 
the results and writes the result value to the parent data provider(s).  

 
MeasurementResultDataflowNode : 
This contains the counterpart of the MetricsNode from the DAG. The node receives 
measurement results from the callback of its corresponding active measurement and forwards 
these results to its parent data provider(s). 

 
IteratorDataflowNode: 
This class implements a dataflow node, whose value can be explicitly set via a method call. 
The value is then forwarded to its parent data provider(s). This class is used when data from a 
probe needs to be injected into the dataflow graph. 
 

 
VtaggregationDataflowNode: 
This class implements a dataflow node for its corresponding VTAggregationNode in the DAG, 
which deals with the aggregation of measurement values over time. This node aggregates its 
operand values in an internal variables and forwards its value to the parent data provider(s) 
only when explicitly requested. 

 
 



 
DELIVERABLE 2.5 

Demonstration and Report on WP2 2nd Prototype 

 

 
CG2.0-D2.5-v1.2-FZK019-
2ndPrototypeReport 

PUBLIC 80 / 109

 

 
Figure 4.41: Class diagram for data flow node 



 
DELIVERABLE 2.5 

Demonstration and Report on WP2 2nd Prototype 

 

 
CG2.0-D2.5-v1.2-FZK019-
2ndPrototypeReport 

PUBLIC 81 / 109

 

 

The DataflowDataProvider class has two subclasses:  
 

DataflowFIFO: 
This class implements a first-in-first-out queue (FIFO) with the help of the Standard Template 
Library STL. It is used to ``connect’’ the DataflowNodes in a dataflow graph, implementing 
the necessary buffering. 
 
DataflowConstant: 
This class implements a special data provider for constant values. Conceptually, it can be 
viewed as a FIFO which contains an unlimited number of identical, predefined values. The 
class allows to introduce constants in the dataflow driven evaluation scheme, without a need to 
handle this case specially in all the dataflow nodes. 
 
 

                      
Figure 4.42:  Class hierarchy of data flow data providers 

 
Sequence Diagrams 
 
Figure 4.43 shows the sequence of actions for measuring a user-defined metrics, whose definition 
matches the following template: 

SampleMetrics(…, VirtualTime vt) 

{ 
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    … 

    return SomePMCmetrics(…,[START,NOW]) AT probe(…,vt); 

} 
Note that the names of the stereotypes are abbreviated in order to show a meaning full interaction. The 
abbreviations are explained below. 
MS  MeasurementSpecification    UDM UDMetrics 
UDS UDSpecification   N  Node 
DFN  DataflowDataProvider   M  Metrics 
AM  ActiveMeasurement   DF  DataflowNode 
UAM UDActiveMeasurement 
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Figure 4.43: Sequence diagram during measuring a user defined measurement 

 

The interaction which takes place when a probe event is detected by OCM-G is shown in the 
following figure 4.44. For each detected probe event, one measurement value is pushed into the FIFO. 
Once the measurement is read, the FIFO will be emptied and its contents are passed to the read 
callback. The diagram clearly shows the asynchronous character of the OCM-G interface.  
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Figure 4.44: Sequence diagram during measuring a user defined measurement 

 
 
The sequence diagram in figure 4.45 shows the interactions which happen when a measurement of a 
user-defined metrics matching the following template is being read: 

SampleMetrics(…, TimeInterval ti) 

{ 

    return SomePMCmetrics(…,ti); 

} 

Note that this example is only intended to show the interactions in a clear way; it is not a particularly 
good example for a user-defined metrics.  
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Figure 4.45: Sequence diagram during measuring a user defined measurement 

 

4.3.1.3. UIVC 
The User Interface and Visualization Component support the graphical interface of the tool. In 
particular it encapsulates the GTK+ widget library calls and provides model classes for the interface 
functionality. The performance visualization windows are also within its scope. This component was 
implemented as specified in  [D2.2, part IV] with refinements specified in  [D2.3, part IV].  
Several new classes have been introduced since first prototype. In addition, some changes were made 
to the already existing classes. These include: 

1. A Histogram visualization window has been implemented. The implementation consists of 
three classes: 

- HistogramWindowModel – this class is responsible for calculation of the values of the 
histogram, as well as for interfacing to the PMC and Measurement Interface. The class 
implements the WindowModel interface class as defined in  [D2.3, part IV]. 

- HistogramWindow – this class implements the handling of visualization window. In 
particular, it is responsible for low-level drawing of the window and all widgets. It is also 
responsible for passing the calculated histogram from HistogramWindowModel to Histogram 
class. This class implements the Window class as defined in  [D2.3, part IV]. 

- Histogram – the class is responsible for drawing the plot of the histogram bars within the 
canvas specified by the HistogramWindow.  

2. A PieChart visualization window has been implemented. It consists of the following classes: 
- PieChartWindowModel – the class derives from WindowModel interface and implements a 

model for the new visualization widget as described in  [D2.3, part IV]. It is responsible for 
interoperability with PMC and Measurement Interface and handling of different display 
modes. 
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- PieChartWindow – this class implements the graphical interface of the PieChart window. In 
particular it is responsible for drawing of charts and window widgets as well as handling of 
signal callbacks. The class implements the Window interface as defined in [D2.3, part IV]. 

- PieChart – this is an auxiliary class that encapsulates all properties of a particular chart. 
- PieChartActiveMeasurementEntry – this is an auxiliary class used as an interface to the 

instances of ActiveMeasurement classes provided by the PMC. 
3. A Communication Matrix visualization window has been implemented. It consists of the 

following classes: 
- CommMatrixWindowModel – the class derives form WindowModel interface and 

implements a model for the widget as described in [D2.3 part IV]. The interoperability with 
PMC and Measurement Interface is encapsulated within this class. 

- CommMatrixWindow – this class implements the graphical user interface of the 
Communication Matrix window. It implements Window interface as defined in [D2.3, part 
IV]. 

4. The MeasurementDefWindowModel class was augmented to allow for handling the narrowing 
of the measurement to specific code regions.  

5. The ScalePlot class was enhanced to allow for vertical scales needed by Histogram 
visualization display 

6. The VisualizationDefWindow and VisualizationDefWindowModel classes were augmented to 
allow for creation of newly introduced visualization widgets. 

 

4.3.2. Prototype functionality 
This section describes the prototype functionality of individual components the G-PM tool consists of. 

4.3.2.1. PMC 
The functionality of the PMC is as described in [D2.3, part IV]. The metrics currently supported by the 
G-PM tool include: 
 

1. Computing time 
2. Memory size  
3. Send volume 

o MPI_Send 
o MPI_Bsend 
o MPI_Rsend 
o MPI_SSend 

4. Receive volume 
5. Send delay 

o MPI_Send 
o MPI_Bsend 
o MPI_Rsend 
o MPI_SSend 

6. Receive delay 
7. Send invocation count 
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o MPI_Send 
o MPI_Bsend 
o MPI_Rsend 
o MPI_SSend 

8. Receive invocation count 
9. Synchronization delay 
10. Synchronization invocation count 
11. Group Communication delay 

o MPI_Gather 
o MPI_Scatter 
o MPI_Reduce 

12. Group Communication invocation count 
o MPI_Gather 
o MPI_Scatter 
o MPI_Reduce 

The metrics 9-14 were added in the second prototype. Some other changes were introduced in the 
second prototype: 

1. The option to restrict of the measurements to specific code locations, such as functions, is 
made available in the second prototype 

2. Communication with OCM-G is using the globus_io mechanisms as a data transfer layer 
 

4.3.2.2. HLAC 
The second prototype of HLAC contains an implementation of the full PMSL language as described 
below. However, the implementation of measurements based on metrics defined via PMSL still is 
subject to the following restrictions: 

• Measurements are evaluated centrally in the HLAC component of G-PM. This means that the 
accuracy of measurements involving probe events (e.g. a measurement of the metrics shown 
in Figure 4.47) is limited, since there is a message delay between the occurrence of the event 
and the acquisition of the value of the child metrics. 

• No optimisations are performed, except a common sub expression elimination that avoids 
multiple measurements of the same child metrics. 

These restrictions will be removed in the final prototype of G-PM. 

4.3.2.2.1. Syntax of PMSL 
 
metricsDefinition: 

  ID '(' parameterDecList ')' body      

A user defined metrics specification 
consists of the metrics name, its 
parameter list and its body. 

parameterDecList: 

  parameterDec 

  | parameterDecList ',' parameterDec 

The parameter list is a comma separated 
list of parameter declarations.  

parameterDec: Each parameter must have a type and an 
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  type ID                   identifier. 

type: 

  ID dimensions 

A parameter type is specified by its 
name. An optional trailing ‘[]’ indicates 
that the parameter is a list instead of a 
single value. 

dimensions: 

  '' 

  | dimensions '[' ']' 

  

body:  

  '{' statementList '}'     

The body of a specification is just a list 
of statements. 

statementList:  

  declaration statementList 

  | assignment statementList 

  | 'RETURN' expr ';'                   

A statement list can be a declaration, an 
assignment, or a return statement. The 
list must end with the return statement, 
which defines the value of the metrics. 

declaration: 

  type names ';' 

  | type ID '=' expr ';' 

  | 'PROBE' ID 

    '(' probeParameterTypeList ')' ';' 

All variables must be declared before 
they can be used. A declaration of a 
scalar variable can include an 
initialization.  
Probes also must be declared, including 
their parameters. 

names:  

  ID 

  | names ',' ID 

During declaration, it is also possible to 
declare more than one variable for the 
same type by specifying a comma-
separated list of names. 

probeParameterTypeList: 

  probeParameterType 

  | probeParameterTypeList ','  

    probeParameterType 

Parameter list for probe declarations: 
parameters are separated by comma. 

probeParameterType: 

  type 

  | type ID 

For probe parameters, only the type must 
be specified. The specification of a 
parameter name is optional. 

assignment: 

  lhs '=' expr ';' 

PMSL strictly enforces single 
assignment variables. Thus, each 
variable can be assigned only once. 

lhs: 

  ID defIndices 

An identifier can be indexed, if it has 
been declared as an array. 

defIndices: 

  ''  

  | defIndices '[' ID ']' 

The number of indices must match the 
variables declaration. Indices must be 
free variables (i.e. variables that have not 
been assigned to), which also occur on 
the right hand side of the assignment. 

expr: 

  - expr 

 
 



 
DELIVERABLE 2.5 

Demonstration and Report on WP2 2nd Prototype 

 

 
CG2.0-D2.5-v1.2-FZK019-
2ndPrototypeReport 

PUBLIC 89 / 109

 

  | + expr 

  | expr '+' expr  

  | expr '-' expr  

  | expr '*' expr 

  | expr '/' expr         

  | expr '%' expr  

 

  | term 

  | term 'AT' ID '(' parameterList ')' 

 
 
 
 
 
The modulus operator is also defined for 
floating point data types. 
 
The AT operator takes the value of the 
term, whenever the specified probe is 
executed. 

term:  

  '(' expr ')' 

  | MATHFUNC defIndices  

    '(' expr optWhere ')'    

 

  | MATHFUNC  

    '(' expr ',' parameterList ')'   

  

  | ID '(' parameterList ')' 

  | DOUBLE 

  | INTEGER 

  | ID indices 

  | term '.' ID 

 

  | term '.' ID '(' parameterList ')' 

 

  | '[' ID ',' expr ']' 

 
 
Aggregation functions. The value of expr 
is computed and aggregated for all 
combinations of free variables, where the 
optWhere expression is true. 
Aggregation function with explicitly 
specified expressions, which should be 
aggregated. 
Use of an already defined metrics. 
 
 
Array element. 
Returns the value of the named attribute 
of the object specified by the term. 
For future use: returns the result of the 
named method of the object specified by 
the term. 
Constructor for values of type 
TimeInterval. 
 

indices: 

  '' 

  | indices '[' expr ']' 

Array variables must be indexed with the 
number of indices given in their 
declaration.  

parameterList: 

  expr 

  | parameterList ',' expr 

Parameter list: comma-separated list of 
expressions. 

optWhere: 

  '' 

  | 'WHERE' boolExpr 

The WHERE clause restricts the values 
of the free variables taken into account 
in aggregation functions. 

boolExpr:  
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  boolExpr 'OR' boolExpr 

  | boolExpr 'AND' boolExpr 

  | 'NOT' boolExpr 

  | '(' boolExpr ')'  

  | expr 'IN' expr 

 

  | expr RELOP expr 

 
 
 
 
The IN operation proves whether the 
expression on the left is in the list of in 
the expression on the right. 

MATHFUNC: 

  'SUM' | 'PROD' | 'MIN' | 'MAX'  

  | 'MEAN' | 'STDEV' | 'COUNT' 

  | 'UNIQUE' 

Aggregation functions: sum, product, 
minimum, maximum, mean, and 
standard deviation of the specified 
values. COUNT simply returns the 
number of values, UNIQUE just returns 
an arbitrary element from the specified 
set of values. 

RELOP: 

  '==' | '!=' | '>' | '<' | '>=' 

  | '<=' 

Those are operation used to compare 
expressions and returns a Boolean 
expression.   

Figure 4.46: Syntax of PMSL 

 

4.3.2.2.2. Example of a User-Defined Metrics specified with PMSL  
For the sake of illustrating the features of PMSL and the process of its translation, we will use two 
example metrics definitions as shown in Figure 4.47. The purpose of these metrics is to measure the 
amount of I/O caused by a specify type of user interaction in an interactive applications. We assume 
that the programmer inserted two probes into the application (called begin and end), marking the 
beginning and end of the processing of a user interactions. Probe calls belonging to the same 
interaction are identified by receiving the same value for the virtual time. With this preparation, it is 
easy to specify a metrics for the amount of data transferred to/from disk for each interaction. 
Obviously, this amount is simply the total amount of data at the end of the interaction, minus the 
amount at its beginning. 
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                             VirtualTime vt)
{
   PROBE end(Process p, VirtualTime vt);
   PROBE begin(Process p, VirtualTime vt);
   Process p;
   Value[] volume;
   volume[p] = IO_volume(p, partners, [START, NOW]) AT end(p
             - IO_volume(p, partners, [START, NOW]) AT begin
   return SUM(volume[p] WHERE p IN processes);
}

IO_volume_for_interaction_vt(Process[] processes, File[] par

IO_volume_for_interaction(Process[] processes, File[] partne
                          TimeInterval time)
{
   VirtualTime vt;
   Value[] volume;

   return SUM(volume[vt] WHERE volume[vt].time IN time);
}

   volume[vt] = IO_volume_for_interaction_vt(processes, part

1

2
3
4
5
6
7
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16  

Figure 4.47: Two example metrics specified with PMSL. 

 
Figure 4.47 shows the specification of our example metrics. In general, each metrics has parameters 
that define 

• the object(s) to be measured (e.g.  Process[] processes: a list of processes), 
• restrictions to the measurement, like partner objects or code 
• regions (e.g.  File[] partners: a list of files), 
• a time specification. This can be a point in real time at which the measurement is done, a 

measurement interval in real time (TimeInterval time), or a point in virtual time 
(VirtualTime vt). 

 
In Figure 4.47 two metrics are defined: IO_volume_for_interaction_vt specifies a metrics 
for the amount of disk I/O for a point in virtual time, i.e. (in our example) for a single user interaction. 
Line 7 tells how to compute the contribution of one process: just subtract its total I/O volume at the 
begin event from the one at the end event. The term [START,NOW] defines the measurement 
time interval for the IO_volume metrics: the lower bound is the start time of the whole 
measurement, the upper bound is the current time, i.e. the time of the event. Line 8 finally states that 
the return value is the sum of the contributions of all measured processes. 
IO_volume_for_interaction is a metrics that refers to a given interval of (real) time. Its result 
is the I/O volume caused by all user interactions in the specified measurement time interval. Since all 
measurement values in G-PM are time-stamped, this metrics can be computed by considering the 
results of IO_volume_for_interaction_vt for all virtual times and by summing up all results 
whose time-stamps lie in the measurement interval. 
 
The following subsection document the process of converting PMSL specifications to on-line 
measurements, using the metrics from Figure 4.47 as an example. 
 

4.3.2.2.3. Implementation of Measurements  
The translation of PMSL specifications is designed in such a way that (in the final prototype) a 
distributed implementation of the corresponding measurements can be realized. There are two reasons 
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why the measurements must be implemented in a distributed fashion: First, the AT construct in PMSL 
requires a measurement value to be determined when an event occurs. In order to avoid 
communication delays which would adulterate the results, determining the measurement value must 
happen at the same place where the event occurs. Second, distributed processing of measurement data 
often significantly reduces the amount of data that must be sent to the G-PM tool via the network, thus 
reducing the perturbation of the measured system and increasing scalability. 
 
The way from a PMSL specification to a distributed on-line measurement consists of five phases: 

1. When the user defines the new metrics, it is parsed into an intermediate representation (IR). 
2. Later, when the user defines a measurement of this metrics, the IR is partially evaluated, using 

the now known parameter values (i.e. objects to measure, measurement restrictions). 
3. The partially evaluated IR is optimised in order to reduce the measurement's perturbation. 
4. The necessary inferior measurements and the monitoring requests for all probe events are 

defined. At the same time, a dataflow graph is created, which controls the computation of the 
final measurement results. 

5. The dataflow graph is distributed to the components of the OCM-G monitoring system and the 
measurements is started. 

 
 

4.3.2.2.3.1. Parsing PMSL into an IR 
As an intermediate representation for PMSL specifications we use simple expression-DAGs (directed 
acyclic graphs), where inner nodes are operations, while leaf nodes are variables or constants. Figure 
4.48 shows the IRs for the example metrics of Figure. Note that using an expression-DAG as IR is 
only possible since PMSL is a functional language. Most of the translation process is relatively 
straightforward, with three notable issues: 

• Assignments are handled by subsequently replacing all uses of the assigned variable with the 
DAG of the assignment's right hand side. For indexed variables, this replacement includes an 
index substitution. Thus, local variables like the volume arrays in Figure are completely 
eliminated. 

• Variables used as iterators in aggregation functions (e.g. p in line 8 of Figure) are substituted 
by anonymous, private copies. This is necessary to avoid conflicts when the same variable is 
used in different aggregations. 

• After creating the IR, we perform a common subexpression elimination. This avoids multiple 
definitions of the same inferior measurements later. In our example, the two references to the 
IO_volume metrics are unified in Figure 4.48a. 
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Figure 4.48: Intermediate representation of the example metrics. 

 
The main problem at this stage, however, is the handling of the time parameters. While they are 
explicit input parameters in the specification, this is not the case in the implementation. An on-line 
performance analysis tool just requests a measurement value from time to time. Thus, the actual time 
of a measurement is the time when the underlying monitoring system processes this request. 
Fortunately, the use of time is rather limited in PMSL: 
A virtual time parameter can not be modified, but just passed to inferior metrics and probes. Thus, in 
the implementation we can convert it from an input to an output parameter. However, we must then 
ensure that all “uses” of the parameter provide the same value (e.g. in line 7 of Figure both probes 
must provide the same value for vt). This is done by taking the virtual time into account in the firing 
rules of the dataflow nodes created in phase 4. 
Real time (and time interval) parameters can not be modified, too. Like virtual time, they can be 
passed to inferior metrics. This case is simply handled by requesting the values for these metrics at 
(approximately) the same time. 
 
But a time interval can also be used as an operand to an IN operator inside an aggregation function, 
like in line 15 of Figure. This case is detected via pattern matching in the IR, which checks for 
constructs of the form 

aggregation  (  expr  WHERE  expr.time IN  time  )  
We then introduce special aggregation nodes (e.g.  “VT_SUM” in Figure 4.48b) which later handle 
this case. 
 

4.3.2.2.3.2. Partial Evaluation of the IR 
Once the user defines a measurement based on the specified metrics, all the parameters of this metrics 
are fixed (with the exception of the time parameters, which are handled as described before). Thus, we 
can assign values to some of the leaf nodes in the DAG and evaluate its inner nodes. For each node, 
the evaluation either results in a constant or - if some of the node's operands still have unknown values 
- in a new DAG. The result of this phase is shown in Figure 4.49a, where we assumed that a 
measurement of IO_volume_for_interaction should be performed for two processes (p1 and 
p2), restricted to consider only I/O to a file named file1 . 
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Figure 4.49: Partially evaluated intermediate representation. 

 
The figure shows that besides the actual evaluation, a couple of other transformations is applied in this 
phase: 

• Uses of metrics, which have been specified via PMSL, are ”inlined”, i.e. the node has been 
replaced with the partially evaluated DAG of this metrics. In our example, the node 
IO_volume_for_interaction_vt of Figure 4.48b has been replaced in this way. 

• Since the parameters of all used metrics must evaluate to constants in this phase, there is no 
need anymore to represent them as explicit child nodes. Instead, the metrics nodes for built-in 
metrics directly contain the full measurement specification. 

• Similarly, probe nodes now directly contain the information needed to request the monitoring 
of this probe. 

• Aggregation nodes are replaced by simple operations when the iteration set is known. E.g. the 
“SUM” node of Figure 4.48a is replaced by a “+” node with two operands, one for each 
process considered. 

 

4.3.2.2.3.3. Optimisation of the Partially Evaluated IR (PEIR) 
This phase is not yet implemented in the current prototype. It will be realized in the final prototype. 
 
The idea of this phase is that the PEIR can be optimised in several ways to improve the quality of the 
resulting measurement. The main optimisation goal is to reduce the frequency and volume of data 
which needs to be sent over the network. This can be achieved by moving nodes aggregating over 
virtual time down towards the leaves. E.g. in Figure 4.49a, the labelled sub-DAGs can be evaluated 
locally in the context of the monitored processes. However, the “+” node combines data from different 
processes. This means that whenever an end event occurs, some communication is necessary. By 
interchanging the “+” and ”VT_SUM” nodes, as shown in Figure 4.49b, the aggregation over time can 
now also be done locally. Communication is only required when the aggregated values are needed 
because the result of the measurement has been requested. 
 

4.3.2.2.3.4. Definition of Measurements and Monitoring of Probes 
In this phase, a measurement is defined for each metrics node in the PEIR. Likewise, the monitoring of 
all probes used in the PEIR is requested. The latter results in a callback function being invoked when a 
probe is executed. This function usually will read some of the inferior measurements. Their results are 
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again delivered via a callback. Since we will get these results at different times, because they are 
triggered by different probes, the best way to combine them into the final result is by using a dataflow 
approach. Thus, we also create a proper dataflow graph in this phase. 
 

Callback Actions performed

+

--

VT_SUM VT_SUM

M1 M2

data flow is triggered by requesting the measurement's result
data flow is triggered by execution of probes

measurementi

measurementi

p  : endi

IO_volume for process pi

Dataflow graph:

3 41 2
get (value, time) from measurement result
get (virtualTime, requesterID) from callback data
pass (value,time,virtualTime,requesterID) to node Mi

: measurement of

get vt from event notification
request a result of measurement i

p  : begini get vt from event notification
request a result of measurement i

with callback data = (vt, 2+2*(i-1))

with callback data = (vt, 1+2*(i-1))

(i = 1,2)

(i = 1,2)

(i = 1,2)

 
Figure 4.50: Implementation of the measurement. 

 
The result for our example is shown in Figure 4.50. It shows both the dataflow graph and the activities 
performed by the different callbacks. The tokens flowing through the dataflow graph consist of a 
measurement value, its time stamp, and optionally a virtual time stamp and a requester identification. 
The latter is needed when the same measurement is read by different probe callbacks. In these cases, 
the requester identification is used to determine the dataflow arc to which the result is sent. E.g. in 
Figure 4.50, node “M1” will forward its result token to the arc labelled  when the result was requested 
by the begin callback, and to arc labelled  when requested by the end callback. 
 
While in the current prototype, the whole measurement is evaluated centrally inside the HLAC, the 
advantage of this dataflow scheme is that the same scheme can be used in the next prototype to 
support distributed processing. An arc between dataflow nodes processed on different hosts just 
translates to a communication link. 
 
 

4.3.2.2.3.5. Measurement 
During the measurement, tokens are created in the dataflow graph either when a probe is executed or 
when the measurement result is requested. Usually, a dataflow node fires, i.e. performs its operation 
and produces a result token, when a token is available on each of its input arcs. In our implementation, 
there are two extensions to this general rule: 

• If an input token contains a virtual time stamp, the operation waits until it has a complete set 
of operands with identical virtual time stamps (e.g. the “-” nodes in Figure 4.50). 

• When a dataflow node aggregating over virtual time (e.g. the “VT_SUM” node) triggers, it 
does not produce a result token but rather updates an internal summary value. The node 
produces a result token only upon a special request. In our example, this request is issued 
when the result of the complete measurement is requested. 
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4.3.2.3. UIVC 
 
The following parts of the UIVC are added in the second prototype: 

• the “Histogram” window. 
• the “Pie Chart” window. 
• the “Communication Matrix” window. 
• the “Edit Custom Metric” window. 

 
In addition, the following parts have changed since the first prototype: 

• the “Main Menu” 
• the “Measurement Definition” window, 
• the “Visualization Definition” window. 

Some parts of the G-PM have not been changed since the first prototype. These are: 
• the “Main Dialog” window, 
• the “Bargraph” window. 
• the “Multicurve” window. 

The description of the first prototype functionality can be found in [D2.2, part IV] and  [D2.3, part 
IV]. The detailed description of the new windows or the new functionality in previously existing 
windows can be found in the chapter User manual. 
 
The functionality of some interface components is still narrowed. In the following we provide a list of 
unsupported functionalities: 
 

1. “Main dialog” window. 
- The double click functionality within the “Measurements” list widget is not 

implemented. 
- The double click functionality within the “Displays” list widget is not implemented. 

2. Main menu. 
- the following commands from the “File” menu are not implemented: “Load settings”, 

“Load measurements”, “Load displays”, “Load custom metrics” and “Save settings”. 
- The following commands from the “Measurements” menu are not 

implemented: “Change” and “Sort”. 
- All commands from the “Custom metrics”, except for the “New custom metric”, and 

“Help” submenus are not implemented. 
3. “Measurement definition” window. 

- Because of the lack of the support form the OCM-G first prototype following 
functionality is not available: 

selection of the measured site – “Add site” button in the “Objects” and “Partner 
objects” panels are disabled 
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files as the measured objects – “Add file” button is disabled, the “Choose file” list is 
disabled. 

- “Help” button is disabled. 
4. “Visualization definition” window. 

- “Help” button is disabled. 
5. “Bargraph” visualization window: 

- “Change measurement” button is disabled. 
- “Help” button is disabled. 

6. “Histogram Window” visualization window: 
- “Help” button is disabled. 

7.  “Multicurve” visualization window: 
- The automatic aggregation of displayed results, and corresponding widgets are 

disabled. 
- “Strobe” button is disabled. 
- “Change measurement” button is disabled. 
- “Help” button is disabled. 

8. “PieChart” visualization window 
- “Change measurement” button is not implemented. 
- “Help” button is disabled. 

9. “Communication Matrix” visualization window 
- “Change measurement” button is not implemented. 
- “Help” button is disabled.  

 

4.3.3. Documentation 
The documentation of the G-PM tool can be found in [D2.2 part IV] and [D2.3, part  IV]. Additional 
information, specific to the second prototype, can be found in sections 4.3.2, 4.3.5 and 4.3.4 of this 
document. 

4.3.4. Installation 
This section is intended to explain how to install the prototype tool. Please refer to Section 4 for a 
detailed description of the prototype functionality and its current limitations. 

4.3.4.1. Dependencies 
The G-PM tool in its first prototype version is intended to run on Linux workstation. The Linux 
system with kernel 2.2 or later is needed. The G-PM tool also requires the X-Windows windowing 
system and libraries and the GTK+ widget toolkit libraries in the version 1.2.  
The G-PM tool is based on the OCM-G tool. Thus, the OCM-G as described in [D3.5] is required, as 
well as all the tools and software components required by the OCM-G. 

4.3.4.2. Installation 
The current version of the G-PM analysis tool can be downloaded from the central CrossGrid CVS 
repository at 



 
DELIVERABLE 2.5 

Demonstration and Report on WP2 2nd Prototype 

 

 
CG2.0-D2.5-v1.2-FZK019-
2ndPrototypeReport 

PUBLIC 98 / 109

 

http://gridportal.fzk.de/distribution/crossgrid/autobuild/i386-
rh7.3-gcc2.95/wp2 

in three different formats: 
• As a binary RPM package from RPMS/cg-gpm-0.4.0-1.i386.rpm 
• As a source RPM package from SRPMS/cg-gpm-0.4.0-1.src.rpm 
• As a tarball from SOURCES/cg-gpm-0.4.0.tar.gz 

The installation procedure of the G-PM tool is not changed since the first prototype. 
Regarding the integration with the migrating desktop, it has been decided that the G-PM tool will be 
supported through the local application mechanism. In particular, the user will have to install the G-
PM on the workstation and add local application icon to its migrating desktop. For a detailed 
documentation on creating the local application icon in migrating desktop refer to Task 3.1 
documentation. 

4.3.5. User manual 
This section is intended to explain how to run the prototype tool. The prototype of the G-PM tool 
should be installed on the local workstation of the user as specified in the section 5.2. It is further 
assumed that the executable of the G-PM tool is on the path. In order to use the tool to monitor an 
application, the user has to issue a command: 
 gpm <application-name> [--terminate] [--num-procs <num>]  

--ocmg-mainsm <contact-string> GTK_PARAMETERS 

where   
• <application-name> string is the name of the application to be analysed as it is 

recognized by the OCM-G system (i.e. the name specified with the --ocmg-appname 
parameter). 

• --terminate indicates that the OCM-G should terminate when the user quits G-PM. Note 
that only OCM-G terminates; the application will continue to run without monitoring. This 
option should always be used to ensure a proper cleanup of OCM-G. 

• --num-procs instructs G-PM to wait until <num> processes have registered with the 
OCM-G before it starts the graphical user interface. By using this option, G-PM can be started 
immediately after submitting the Grid job, without having to check whether it is already 
running. 

• --ocmg-mainsm specifies the <contact-string> needed by G-PM to contact the 
OCM-G main service manager. This string is printed by the service manager when it starts. 

• GTK_PARAMETERS are the options passed to GTK+ 1.2 widget toolkit library.  
In case the G-PM is installed as a migrating desktop local application, the 
application-name parameter and the  --ocmg-mainsm <contact-string> option 
have to be hardcoded within the MD local application icon. In the next prototype, a functionality 
would be provided to allow for a specification of these parameters during runtime. 

4.3.5.1. Graphical user interface 
 
Following is a description of the graphical user interface of the G-PM tool second prototype. As the 
tool functionality is still under development some parts of the below described interfaces are inactive. 
For a complete list of the unavailable functionalities see Section 4.3.2. Only parts that have changed   
since the first prototype or are completely new are described. These include: 

• the “Measurement Definition” window, 
• the “Visualization Definition” window, 
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• the “Edit Custom Metric” window, 
• the “Histogram” window. 
• the “Pie Chart” window. 
• the “Communication Matrix” window. 

4.3.5.1.1. The main menu 
The “New custom metric” command in the “Custom metrics” menu is made available. It allows for the 
definition of new PMSL-based metric using the “Edit Custom Metric” window 

4.3.5.1.2. The “Measurement Definition” window 
 
The “Measurement Definition” window is presented in Figure 4.51 enables the user to define a new 
measurement or to change parameters of an existing one. The window is composed of four panels that 
specify different measurement aspects: “Metric”, “Objects, “Locations” and “Partner Objects”. In the 
second prototype, the third panel, i.e. the “Locations” panel became usable. In particular, the user can 
now select the functions to which the measurement should be narrowed 
 

 
Figure 4.51: “Measurement definition” window 

 

4.3.5.1.3. The “Visualization Definition” window 
 
The “Visualization Definition” window presented in Figure 4.52 enables the user to define an output 
window for a measurement. The window is displayed either when the user selects the “New Display” 
command from the “Displays” submenu of the main menu, or when the user double-clicks on an item 
in the measurements list of the “Main Dialog” window. 
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The “Visualization window” panel in the upper left corner of the window enables the user to select the 
type of the new display. This panel was augmented to reflect new visualization types available in G-
PM. 
 

 
Figure 4.52: “Visualization definition” window 

 

4.3.5.1.4. The “Edit custom metric” window 
 
The “Edit custom metric” window presented in Figure 4.53 enables the user to create a new or modify 
an existing user-defined metric. It has been added to the second prototype as the HLAC component 
became ready to parse arbitrary used-specified metrics. It is opened with one of two commands from 
the “Custom metrics” submenu: the “New custom metric” command and the “Edit custom metric” 
command.  
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Figure 4.53: “Edit custom metric” window 

 
The user can enter or change the metric name in the “Metric name” field and the specification of the 
metric in the “Metric specification” field. Both of these fields are edit-type fields, allowing for typical 
text editing. In the case of editing some existing metric, the metric name cannot be changed. 
 
After completing the work, the user can activate the metric by pressing the “activate” button. The 
metric is then parsed, and if the specification does not contain errors, it becomes active. If this is not 
the case, the error message is displayed in the “Messages” field and the text in the “Metric 
specification” is placed upon the line with the error.  
 
The user can also save the metric to the selected file with the “Save” button or finish editing  without 
taking any action by clicking on the “Quit” button. 

4.3.5.1.5. The “Histogram” window 
The “Histogram” window presented in Figure 4.54 is one of the visualization windows. It shows a 
distribution of values for objects or partner objects for a single measurement in a form of vertical bars 
of variable length. The length of a bar specifies the number of entities for which the values of the 
measurements fall into the range specified for that bar. The ranges of values associated with the bars 
are shown below the diagram. 
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Figure 4.54: “Histogram” window 

 
Under the panel with the histogram a panel which specifies the start and stop time of the display is 
present. In addition, similar to other visualization windows, the buttons that allow for closing the 
display or for obtaining some help are present. 

4.3.5.1.6. The “Pie Chart” window 
 
The “PieChart” window presented in Figure 4.55 and Figure 4.56 offers visualisation of measurement 
values in the form of a piechart diagram. The window supports two display modes that can be selected 
with the Total/Strobe button: 

• In the Total mode all measurements are displayed in a single, cumulative diagram. The upper 
boundary of the diagram (i.e. 100%) is set to the sum of all measurement values displayed in 
it. 

• In the Strobe mode every measurement is displayed in a separate diagram. The upper 
boundaries of these diagrams are equal to the biggest value measured since the measurement 
process has been enabled. 

Finally, the Quit button can be used to close the whole window. 
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Figure 4.55: “Pie Chart” window 

 

 
Figure 4.56: “Pie Chart” window – strobe mode 
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4.3.5.1.7. The “Communication matrix” window 
 
The “Communication Matrix” diagram is presented in Figure 4.57. This diagram can be used to 
visualize the communication volume or communication associated overhead in the monitored 
application. The horizontal axis of the diagram refers to the originators of a communication messages, 
whereas the vertical axis to their destinations. On the intersections, coloured rectangles are displayed. 
Each rectangle is displayed with a colour that reflects the measured volume or time delay relative to 
the remaining values. More specifically, the lower the measured value the brighter the colour used to 
display associated rectangle. 
 

 
Figure 4.57:  “Communication Matrix” window 

 

4.3.6. Interface description 
The G-PM tool makes use of an internal interface, the measurement interface, which can also be used 
as an API for defining and reading performance measurements. The measurement interface is 
specified in detail in the design document. The interface is fixed in the form prepared for the first 
prototype.  
 

4.3.7. Tutorial 
 
1. Starting the G-PM tool 
 

To start the G-PM tool the user should issue the following command: 
./gpm ApplicationID 
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where ApplicationID should be replaced with the application identifier specified 
during submission. 

Once the G-PM is started, a Main Window should appear. 
 
2. Creating performance measurements 
 
To create a performance measurement, the user should choose Measurements->New from 
the main menu. The Measurement Definition Window should appear. The user should then: 
 

a) Select a metric from the leftmost window panel e.g. MPI_Send_volume 
b) On the next panel, select objects, e.g. sites, hosts and processes, on which the 

measurement should be done. 
c) In the rightmost panel, specify the partner objects, e.g. sites, hosts and processes, for 

the measurement. 
d) Specify the integration mode in the bottom-left panel of the window. 
e) Click OK button to create the performance measurement. 

 
3. Creating the visualization window.  
 
After the performance measurements are specified, the user should perform the following actions in 
order to create a new visualization window: 
 

a) Highlights the defined measurements in the upper panel of the G-PM Main Window 
and selects Displays->New display from the main menu.  

b) Specify a desired visualization type in the upper-left panel of the window.  
c) Specify additional parameters of the visualization window e.g. time mode, partition of the axis 

scale, lower/upper boundary of the scale, update interval, etc.  
d) After the parameters of the visualization are specified, the user should click the OK 

button. A new visualization window should appear.  
 
4. Observing the measured values 
 
Following, we assume that the user selected MultiCurve diagram as a visualization 
window. The measured performance quantities should be displayed as curves and updated at 
regular intervals. The following widgets are available: 

a) ZoomIn/ZoomOut – this allows increasing/decreasing the resolution of the time 
axis, 

b) Focus – if selected, it disables the automatic refreshing of the curve area – i.e. the 
performance values are measured, but the curves are not updated. 

c) Quit – disables performance monitoring and closes the window. 
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d) Scrollbar at the bottom of the curve area – allows to scroll the curves to the previously 
measured performance values. 

e) List of performance measurements that are used in the visualization window. It is 
displayed below the curve area. The highlighted performance measurement has its 
curve displayed in red. 

 
5. Finalizing the performance measurement session.  
 
To close the performance measurement session, the user should close all open visualization 
windows using the Quit buttons and exit the tool with File->Exit. 
 

4.3.8. Internal Tests 

4.3.8.1. PMC 
The PMC second prototype testing protocol follows the approach used during the tests of the first 
prototype.  
The changes introduced to the PMC included new communication protocol with OCM-G, which uses 
globus_io mechanisms for data exchange. Therefore, the conformity of the new scheme to the required 
behaviour was tested, in particular with respect to security issues. 
As several new metrics are added in the second prototype, the measured performance characteristics 
related to these metrics for a given application was compared to the known a priori real characteristics. 

4.3.8.2. HLAC 
Prior to its integration into the G-PM tool, the transformation of a PMSL specification to a 
measurement has been tested using the following strategy: 

• First, the PMSL parser and the translation phases creating and evaluating the IR have been 
implemented and tested with a test driver that allowed to read several metrics specifications 
from a file (see the file examples_specs in the CVS repository). The IR was printed after 
creation and after partial evaluation. The results have first been verified manually. Later, the 
result output has been stored in a file, so automatic regression tests could be made during the 
further development of these translation phases. 

• As a next step, the dataflow graphs have also been implemented and tested with a second test 
driver, with similar techniques as described above. 

After integrating the code into G-PM, no automatic tests were possible any more, since G-PM is 
controlled via an interactive GUI. Thus, all further testing was done manually, by defining metrics 
from the examples_specs file in the metrics definition window of G-PM, and verifying the IR 
and the dataflow graphs printed on standard output by the test version of G-PM. 

4.3.8.3. UIVC 
Several new visualization windows have been introduced in the second prototype, notably the 
Histogram window, the Pie Chart display and the Communication Matrix. The following black-box 
testing regarding these parts of the user interface has been conducted: 

- the evaluation of the stability of the G-PM tool regarding interactions with the new 
components of the user interface and during the performance measurement process, 
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- the evaluation of the CPU load on the machine the G-PM tool is running on during the 
measurement that involves processing of a large amount of measured data. 

- The evaluation of the correlation between real (known a priori) performance characteristics 
and the characteristics observed with the tested display in the G-PM tool. 

 

4.3.9. Integration Tests 
The tests carried out within the Integration meeting in Cyprus were aimed to get a set of 

measurement values to verify the correctness of operation of the G-PM tool with the OCM-G 
middleware, monitoring applications from within WP1 (namely, the daveF kernel from Task 1.2 and 
HEP NN training from Task 1.3), or, alternatively, with a monitoring simulator. The measurements 
involved standard metrics, e.g. the data volume/number of messages sent within an application 
running on a number of nodes as well as user-defined metrics, like the mean length of sent messages.  
The testing of the user-defined metrics comprised the use of the PMSL language compiler. To test the 
integration of the PMSL translation into G-PM, as well as the integration of G-PM with the OCM-G, a 
twofold strategy has been used: 

• Since performance data of executing applications is not strictly reproducible by its very 
nature, a major part of the testing has been done using G-PM together with a simulation of the 
OCM-G (see directory ocmg_dummy in the CVS repository). The advantage is that this 
simulation returns strictly reproducible values and can even be controlled to return specific 
and a-priori known measurement data. This allows not only to easily check the results 
displayed at the G-PM user interface, but also allows to test border and error cases, which can 
be easily configured in the OCM-G simulation. 

• The next testing level, which was performed before and during the integration meeting in 
Cyprus, consisted of extensive tests of G-PM together with the OCM-G and test applications, 
as well as applications from WP1 (daveF kernel and HEP NN training) running on the 
CrossGrid testbed have been performed. We verified that the computation inside HLAC is 
correct, but also cross-checked the measured values with the application developers.   

During these tests, only one significant issue arose: In the daveF kernel, we used probes to instrument 
the time loop of this kernel, in order to measure the performance for the single iterations. Some 
measurements, like e.g. the amount of data being sent during one iteration show extremely large 
measurement errors, which are caused by the current centralized evaluation, which results in a delay 
between the occurrence of a probe event and the read-out of the inferior measurement. This problem 
can and will be solved in the final prototype, which implements a distributed evaluation of 
measurements. 
 
In order to further improve the testability of the G-PM tool, a command line version of the tool has 
been developed. This version does not have a graphical user interface, but instead reads the 
measurements to be performed from an input file and writes the result to an output file. In the next 
development period, we plan to use this tool for: 

• Regular automatic regression tests of PMC and HLAC, using the OCM-G simulation. Since 
the simulation provides reproducible results, the values written by the command line tool can 
be directly compared with the expected values. 

• (Semi-)automatic tests of PMC and HLAC together with the real OCM-G and applications 
running on the CrossGrid testbed. Such a test will involve a large portion of the CrossGrid 
software. It is, however, not yet clear whether a fully automatic test mode is feasible. 
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